Module 1: Intro to Databases
· Data: Any information
· Transaction: Exchange of data with requests by the user
· Database: Collection of sorted data in electronic form
· DBMS: Database Management System
· Oracle
· DB2
· SQL-Server/Sybase
· dBase/Access
· Open Source
· MySQL
· PostgreSQL
· Firebird, SQLite, etc
· File-Based System: Tradition method of storing data
· ACID: Atomicity, Consistency, Isolation, Durability
· Atomicity: Where all updates/changes in a transaction either pass or fail, no partial changes
· Consistency: All data fits within the constraints
· Isolation: Transactions are independent of each other
· Durability: Once a transaction is completed, it can’t later be rejected
· Table: Combination of fields
· Row: Collection of columns that belong to a single record
· Column: Holds a discrete piece of data
· View: Subset of the database that doesn’t hold any data
· Data Redundancy: Repetition and duplicates of data
· Data Isolation: Data is stored in multiple locations and files
· Integrity Problems: Lack of assurance that the data is correct and in the correct format
· Security Problems: Roles and access privileges aren’t defined correctly
· Concurrency Access: Ability for multiple users to access the same data at the same time
· Benefits of a database:
· Sharing data
· Reducing inconsistency
· Data integrity
· Privacy
· Security
· Backup and recovery
Module 2: Data Modelling
· Data Model: Logical relationship and constraints that determine how the data is stored, altered, and accessed
· Relation: Another term for table
· Constraint: Restriction on the table, determines what info can be entered/changed/deleted
· Entity: Represents a real-world object
· Attribute: Represents properties of an entity
· Composite/Simple: Can it be divided further (i.e. full name) or not (i.e. phone number?
· Single/Multi-Valued: Does it have only one value (i.e. SIN) or can there be several (i.e. email address)?
· Structural Part (of a data model): Set of rules that define how the database will be constructed
· Manipulative Part (of a data model): Defines the type of operations that will take place on the database
· Integrity Rules: Ensures the data is accurate and not redundant
· Conceptual Data Model: Summary level of the database, relationships are abstract
· Logical Data Model: Represents the data with entities, attributes and relationships between entities
· Physical Data Model: Reflects how the data will be stored in the database
· Data Modelling: Process of creating a data model for a database
· Abstraction: Hiding the irrelevant details and info from the user to make it easier for them to use
· View Level: Highest level, represents what the user sees
· Logical Level: Independent of both software and hardware, this is the conceptual level
· Physical Level: Lowest level, it’s how the data is stored in the system
· Metadata: Defines and describes the data and relationships
· Data Dictionary: Holds metadata and explains what the data is
Module 3: Data Modelling and Classification of DBMS
· Schema: Logical representation of a database, usually represented by an Entity-Relationship Diagram (ERD)
· Independence: When data is independent of both the logical and physical constraints of the database
· Physical Data Independence: When physical data storage is independent of the application accessing the data, allows for changing of hardware without affecting higher levels in database
· Logical Data Independence: When changes to the database’s logical schema don’t affect the user’s experience
· Relational Data Models: Data is represented as relations, ex SQL Server, DB2
· Object Oriented Models: Data is represented as objects, it combines OOP concepts and database concepts, ex Zodb, Cache
· Single-User Model: Database can only handle one user at a time
· Multi-User Model: Database can handle multiple users at once, includes most industry DBMS
· Centralized Systems: DBMS and database are stored on one system and are accessed by other systems
· Distributed Database Systems: DBMS and database are stored on various systems and connected through a network
· Homogeneous Database Systems: Distributed system using the same software throughout
· Heterogeneous Database Systems: Distributed system using different software, but with common software to facilitate data exchange
Module 4: The Relational and Entity-Relational Data Model
· Relational Data Model: Logical representation of a database
· Table: Collection of columns which contains data
· Regular Table: Contains standard data, has several fields
· Reference Table: Contains static data, usually has 2-4 fields
· Column: Part of the table, it stores data in an organized way
· Domain: Within a column, it defines the constraints on the data
· Record/Tuple: Collection of data that relate to each other
· Degree: Number of entries (records/tuples) in a table
· Entity: Real-world thing or object (OOP: instance of an object)
· Weak Entity: Entity that is dependent on another to exist 
· Strong Entity: No foreign key, it can exist without any other entities
· Entity Type: Collection of similar entities (OOP: class)
· Entity Set: Collection of same entity type (OOP: collection of all instances of an object)
· Primary Key: Unique value, it identifies a record
· Super Key: Any set of attributes (1 or more) that uniquely identify an entity
· Candidate Key: minimal super key
· Foreign Key: Refers to the primary key of another table, must be same data type
· Cardinality: Number of entities that can relate to another within one relation 
· One-to-one
· One-to-many
· Many-to-many
Module 5: Relationships, File Organization, and Intro to SQL
· Identifying Relationship: Primary key contains a foreign key, represented by a solid line in an ERD
· Non-Identifying Relationship: Primary key does not contain a foreign key, represented by a dotted line in an ERD
· Comparison Operators: <, <=, >, >=, !=, =
· Special Comparison Operators: IN, BETWEEN, IS, NOT
· Multiple and Grouped Conditionals: AND, OR, ( )
· Datatypes in SQL
· Text Types: Char, Varchar, Text
· Number Types: Integer, Decimal, Money
· Time and Date Types: Timestamp, Datestamp
· SQL: Structured Query Language
· Types of File Organization
· Heap: Simplest, records are added to end of file
· Hash: Non-sequential, a hash function is used to calculate the location of a record
· Secondary Indexes: Where records are already sorted by one attribute, adds an index on another attribute
· Indexes Sequential Access Method (ISAM): Has a static index table that points to location of all fields
· B+ Tree: Uses “leaf nodes” (actual data) and “i-nodes” (index nodes) to access huge amounts of data
· Clustered Tables: Tables are stored together as one super table in order to improve performance
Module 6: DDL, Integrity Rules and Constraints
· DDL: Data Definition Language
· Create Database: Creates a new database
CREATE DATABASE db;

· Create Table: Creates a new table within a database
USE db;
CREATE TABLE t (colID INT PRIMARY KEY);

· Alter Table: Changes the structure of a table (i.e. adding/removing a column) 
USE db;
ALTER TABLE t 
ADD newCol VARCHAR;

· Drop Table: Removes a table
DROP TABLE t;

· Column Constraints: NULL, NOT NULL, UNIQUE, PRIMARY KEY, DEFAULT, AUTO_INCREMENT, FOREIGN KEY, CHECK, etc
Module 7: DML
· DML: Data Manipulation Language, the part of SQL that allows data to be added, changed, queried or deleted
· SELECT: Retrieves data
· ORDER BY: Used with SELECT to arrange rows a specific way
· GROUP BY: Used with SELECT to group same kinds of data
· WHERE: Used to add criteria to SELECT statement
· INSERT: Adds new data to a table
· UPDATE: Used to change a record in a table
· DELETE: Permanently deletes rows in a table
· Wildcard: Used with LIKE clause, allows for searching through data for specific patterns
· % any number of characters
· _ a single character
Module 8: Advanced DML Joins
· Joins: Retrieves data from multiple tables with a single command
· Inner Joins: Retrieves common data from two tables
· Left Join: Retrieves all records from left (first) table, plus common ones from right (second)
· Right Join: Retrieves all records from right (second) table, plus common ones from left (first)
· Full Join: Retrieves all data from both tables
· Use UNION statement (returns distinct and unique values on multiple queries) on left and right joins
· Cross Join: Number of rows returned from the product of two tables
· Subqueries: Queries embedded in another query
· Put in brackets, subqueries have a higher priority than the outer query
· Correlated subquery: subquery needs to be re-executed for every record in outer query
Module 9: Subqueries and Library Functions
· Aggregate Functions: Performs calculations on a set and returns a single value
· AVG: Returns the average of all the values
· COUNT: Returns the number of occurrences
· FIRST: Returns the first value in a column
· LAST: Returns the last value in a column
· MAX: Returns the maximum value in a column
· MIN: Returns the minimum value in a column
· SUM: Adds all the values in a column
· Scalar Functions: Return a single value based on user input
· UCASE: Converts field to upper case
· LCASE: Converts field to lower case
· MID: Extracts text from a field (pass in starting position and length)
· LEN: Returns the length of the value in a text field
· ROUND: Rounds a number to the given number of digits after a decimal
· NOW: Returns the current date and time
· FORMAT: Formats how a field will be displayed
· Conversion Function: Converts the data type of a column
· Date Functions: Make date types easier to work with
· Mathematical Functions: Help perform math on the data
Module 10: ER Modelling
· Relational Design: Good relational design has no redundancy
· Redundancy: repetition of data in a database
· Anomalies
· Insertion Anomaly: When a user adds data that isn’t consistent with the rest of the database
· Update Anomaly: When a user updates information incorrectly
· Deletion Anomaly: When deleting a record also deletes information that shouldn’t have been deleted
· Functional Dependency: Separates each table based on attributes, used for normalization
Module 11: Normalization
· Normalization: The process of identifying and reducing the amount of redundancy in a table
· Normal Forms
· First Normal Form (1NF): Each field has a single value (no multi-valued attributes), and each record is unique
· Second Normal Form (2NF): Satisfies 1NF and there are no partial dependencies. Only 1 column can comprise the primary key.
· Third Normal Form (3NF): Satisfies 2NF and all transitive dependencies are removed
· Boyce-Codd Normal Form (BCNF): Special type of 3NF, it satisfies 2NF and all determinants are candidate keys
Module 12: Indexes, Views, and Triggers
· Index: Used to find data quickly
CREATE INDEX ix ON t(col);

· View: Can be used like a table, commands will execute the same way on a view as they do on a table
CREATE VIEW vw AS
SELECT <finish select statement>;

· Trigger: Executes whenever an insert/update/delete command is performed
DELIMITER $$
CREATE TRIGGER tr
BEFORE/AFTER INSERT/UPDATE/DELETE
ON t FOR EACH ROW
BEGIN
<trigger body>
END $$
DELIMITER ;

Module 13: Advanced SQL Concepts
· Transactions: Used to commit or rollback changes made
START TRANSACTION;
<enter commands>
COMMIT/ROLLBACK;

· Concurrency: Allows multiple users to access a record without affecting transactions
· Stored Procedures: A collection of SQL statements, used to avoid re-typing commands, stored with the database itself
[bookmark: _GoBack]DELIMITER //
CREATE PROCEDURE p()
BEGIN
<statements>
END //
DELIMITER ;

· Sharding: Data is split among multiple nodes 
