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Chapter 1.  More on Java

This chapter is intended to give a brief review of the programming language Java, and provide something more, which may or may not have been covered in previous courses.

§ 1.  Java Basics

1.  Data Types and Variables

Java data types are classified into two categories:  Primitive data types and aggregated data types.  All primitive data types are defined in the language, and most aggregated types are user-defined types.

Java has the following primitive data types:


boolean:

1 byte (true or false).


byte:

1 byte,


short:

2 bytes,


int:

4 bytes,


long:

8 bytes,


float:

4 bytes,


double:

8 bytes;


char:

2 bytes (Unicode characters).

Aggregated types include array types and class types.  A data item of an aggregated type is called an object.

A variable of a type is declared by its type and its identifier.  There is a very important difference between variables of a primitive type and variables of an aggregated type:  

A variable of a primitive type represents a memory location to store the value of this data item, while a variable of an aggregated type is a reference variable.  A reference variable is not associated directly with the memory location where the object is stored.  A constructor must be called to create an object, and use operator new to associate this object with a variable.  

When a variable of a primitive type is assigned to another variable, the value of the right-hand side is copied to the memory location represented by the left-hand side.  When a (reference) variable of an aggregated type is assigned to another (reference) variable, two references refer to the same memory location.  Two reference variables referring to the same object are identical.  Two reference variable referring two objects with the same values of their members are equal.

2.  Parameters Passing between Methods

When a method is called, a number of parameters may be passed to this method.  Java supports only the so-called pass-by-value mechanism, i.e., the formal parameter is a copy of the actual parameter.  If the parameter is of a primitive type, the formal parameter takes the value of the actual parameter.  Any change made to the formal parameter will not change the actual parameter.  If the parameter is of an aggregated type, the formal parameter (as a reference variable) is a copy of the actual parameter, which is also a reference.  This means that the actual parameter and the formal parameter are identical.   Hence, a member of the item that the actual parameter refers to can be changed through the formal parameter.  However, if the formal parameter is assigned another data item in the method, then the formal parameter and the actual parameter are no longer related to each other. 

3.  Inheritance

A class may be defined as a subclass of another class, the superclass.  A subclass inherits all members, i.e., fields and methods, of the superclass, except constructors and static members.  However, private members of a class cannot be accessed directly in the subclass.  Protected members of a class can be accessed in the subclass by a subclass reference, but not by a superclass reference.  Protected members can also be accessed directly by any class in the same package. 

A subclass object may be referred to by a superclass reference in the following ways:

· A subclass reference can be assigned to a superclass reference.

· A subclass reference can be passed to a method as an actual parameter, while the formal parameter has a superclass type.  

· A subclass reference can be returned from a method with the superclass as the return type.

· A superclass reference may use operator new and call a subclass constructor to create a subclass object.

If a superclass reference refers to a subclass object, a type casting can be used to cast it to a subclass reference.  After a superclass reference is type-cast to a subclass reference, it can be used to assign to a subclass reference, or access a member defined in the subclass.

A method defined in the superclass may be overridden by a method in a subclass.  These two methods must have the same name, same parameter list, and the same return type.  If this method is called from a reference of the superclass, depending on the type of the object that this reference refers to, the superclass version or the subclass version will be used.

Java has a built-in class Object.  Array types and class types are subclasses of class Object.  Therefore, if a parameter is of the type Object, an object of an array type or a class type can be passed to this method.  If the return type of a method is Object, then an object of an array type or a class type can be returned from this method.  However, a reference of type Object must be type-cast to a class to access the members defined in this class.

4.  Interfaces and Abstract Classes

An interface is an abstract aggregated data type.  An interface does not have fields.  It has only abstract methods and constant definitions.  Methods in an interface are by default public.  

An interface has to be implemented by classes.  A reference of an interface always refers to an object in a class that implements this interface.  A reference of an interface can only access the methods defined in the interface.  A class may implement more than one interface.  

An interface may have sub-interfaces, which is an interface derived from the super-interface.  Sub-interfaces inherit all methods defined in the super-interface.

An abstract class may have abstract methods, which are declared but not defined.  A reference of an abstract class type must refer to an object in one of its descendents that defines all abstract methods in the abstract class. 

A data structure defined by an interface or an abstract class is an Abstract Data Type (ADT), which specifies only the behaviour, i.e., the way to use the data structure, but not implementation.  

5.  Utility Class Random
Many computer game or simulation programs need one or more sequences of random numbers.  A sequence of random numbers takes values in a specified range randomly.  Java provides facilities to generate sequences of numbers that looks like random numbers.  The random numbers "generated" by a computer are never really random numbers.  The program calculates the next number from the previous one.  The first number in this sequence is calculated starting with a given number called the seed.  By a special formula, the sequence generated in this way satisfies many randomness test criteria.  We may regard such sequences as good approximations of true random number sequences. 

In package java.util, there is a class called Random.  An object in this class is a random number generator.  This class has the following constructors

Random( );

and 

Random(long seedValue);

If the default constructor is used, the computer picks an arbitrary seed value each time the program is executed.  If the second constructor is used, the seed value is fixed all the time.  You may repeatedly run your program, and the random number sequence will always be the same.  (This is good for testing).

A random number generator is defined as an object in this class:

Random r = new Random( );

After a random number generator is defined, you may use it to generate random sequences of int, or long, or float, or double, using methods

r.nextInt ( );

r.nextLong ( );

r.nextFloat ( );

r.nextDouble ( );

Methods nextInt ( ), and nextLong ( ) will give random integers uniformly distributed in a very large range.  Methods nextFloat ( ) and nextDouble ( ) will give random numbers uniformly distributed in the interval [0, 1).

If you want to have a sequence of random integers from a to b, you should use the transformation


[Math.abs (r.nextInt( )) % (b ( a + 1)] + a.

Class Random also provides a method to generate a sequence of normally distributed random numbers with mean 0 and standard deviation 1.0.  This method is call nextGaussian( ).

If r is a reference of class Random, and you want a sequence of normally distributed random numbers with mean m and standard deviation d, use the transformation:


d * r.nextGaussian( ) + m;

§ 2.  Container Interfaces and Container Classes

A container is an object that is used to store a collection of other objects.  In Java, what actually stored in a container are references of these objects.  Objects stored in a container are of the same type.  If the type of the objects stored in a container is of a superclass, then the objects may be in the subclasses of this class, which are used as objects in the superclass.  In particular, if the type of the objects in a container is Object, then this container can store objects, or arrays, in any class, which are used as objects in class Object.  A class with containers as objects is a container class.  

Different container classes provide different ways to access the members of the container.  The ways to access the members of a container are specified by the public methods defined in this class.

Core Collection Interfaces
The core collection interfaces contains two interfaces as the roots of two interface hierarchies:  one is called interface Collection, and the other is called interface Map.  

Interface Collection support the following basic methods:

    int size ( );




// returns the number members

    boolean isEmpty ( );


// returns true if the collection is empty

    boolean contains (Object element);
// returns true if element is in this collection

    boolean add (Object element);    

// add element into this collection

    boolean remove (Object element);

// remove element from this collection

    Iterator iterator ( );


// returns an iterator to enumerate the members

A sub-interface of interface Collection, called List, is defined to represent sequential containers with indexed members (i.e., every member can be referred to by an integer called its position).  A class called ArrayList, defined in java.util.ArrayList, is an implementation of interface List.    

Class ArrayList has the following constructors:

ArrayList( );


// initializes an empty ArrayList

ArrayList(int cap);

// initializes a ArrayList with initial capacity cap

ArrayList(Collection c);
// initializes a ArrayList, which contains the members in c





// c may be an ArrayList or a ArrayList

Some methods supported by class ArrayList and class ArrayList are listed below:
	Return 

Type
	ArrayList method
	Vector method
	Description

	void
	add (Object ob)
	addElement

  (Object ob)
	add a new member at end

	void
	add (Object ob,

       int pos)
	insertElementAt

     (Object ob, int pos)
	insert a new member at position pos

	Object
	get (int pos)
	elementAt (int pos)
	return the member at position pos

	void
	set (int pos, 

     Object ob)
	setElement (Object ob,        

                   int pos)
	Replace member at pos by ob

	boolean
	remove

(Object ob)
	removeElement

                (Object ob)
	Remove the first occurrence of a member that equals ob.  Return false if not found

	Object
	remove (int pos)
	           
	remove and return member at position pos

	void
	
	removeElementAt

               (int pos)
	remove member at position pos

	void
	clear ( )
	removeAllElements ( )
	remove all members

	Object 
	
	firstElement ( )
	return first member

	Object
	
	lastElement ( )
	return last member

	boolean
	contains

    (Object ob)       
	contains (Object ob)
	return true if a member equals ob

	int 
	indexOf

          (Object ob)
	indexOf (Object ob)
	return the index of a member that equals ob

	int
	size ( )
	size ( )
	the number of members

	int
	capacity ( )
	capacity ( )
	return capacity

	Enumeration
	
	elements ( )
	return an Enumeration associated with this Vector

	Iterator
	iterator ( )
	
	returns an Iterator associated with this ArrayList

	boolean
	isEmpty ( )
	isEmpty ( )
	return true if empty

	boolean
	equals (Object ob)
	equals (Object ob)
	return true if ob is equal to the receiver.  They are equal if they have the same type, same size, and corresponding members are equal

	String
	toString ( )
	toString ( )
	return a String representation between 

[ ], members separated by commas. 


The following is an example of using ArrayList:

import java.util.ArrayList;

import java.util.Iterator;

import java.util.Vector;

public class ArrayListTest

{


public static void main(String [ ] args)


{



// constructor



ArrayList test = new ArrayList( );



// add methods



test.add (new Integer(1));

// 1



test.add (new Integer(2));

// 1 2 



test.add (new Integer(3));

// 1 2 3



test.add (new Integer(4));

// 1 2 3 4



test.add (3, new Integer(5));

// 1 2 3 5 4



// method set



test.set (1, new Integer (6));

// 1 6 3 5 4





// method toString



System.out.println("The ArrayList is " + test);



// methods get, firstElement, lastElement, IndexOf, and size



System.out.println("The member with position 2 is " + test.get (2));



System.out.println("First member of the ArrayList is " 

+ (new Vector (test)).firstElement ( )); 


// show how to use method in class Vector with an ArrayList



System.out.println("Last member of the ArrayList is " 

+ test.get(test.size ( ) - 1);


// use method in class ArrayList instead of lastElement in Vector



System.out.println("Index of member 4 is " 

+ test.indexOf (new Integer (4)));

// equals



System.out.println("Size of the ArrayList is " + test.size ( ));



// remove methods



test.remove (0);



test.remove (new Integer (4));



// Test Iterator



Iterator it = test.iterator ( );



while (it.hasNext ( ))



{




Integer i = (Integer)it.next ( );

// type cast from Object to Integer




System.out.print (i);




if (i.intValue ( ) % 2 == 0)




{ it.remove ( ); }



}





System.out.println("\nAfter remove, the ArrayList is " + test);




}

}

The output of the program is

The ArrayList is [1, 6, 3, 5, 4]

The member with position 2 is 3

First member of the ArrayList is 1

Last member of the ArrayList is 4

Index of member 4 is 4

Size of the ArrayList is 5

635

After remove, the ArrayList is [3, 5]

Interface Map is defined to represent containers storing ordered pairs.  The first part is called the key, and the second part is called the value.  Interface Map supports the following basic operations:

Object put(Object key, Object value);


// adds a new member with the given key and value

Object get(Object key);

// returns the value associated with the given key

Object remove(Object key);

// remove a member with the given key

boolean containsKey(Object key);
// returns true if a member has the given key

boolean containsValue(Object value);// returns true if a member has the given value

int size( );



// returns the number of members

boolean isEmpty( );


// returns true if the map is empty 

Interface Map also supports a method that returns a Collection that contains all values in this Map.  This method has the following prototype:

Collection values( );
A class called HashMap implements interface Map. 

Class HashMap has the following constructors:

HashMap( );


// creates an empty HashMap

HashMap(int cap);

// creates a HashMap with initial capacity cap

HashMap(Map m);

// creates a HashMap which is a copy of m

Class Hashtable and HashMap has the following methods:
	Return 

type
	HashMap methods
	Hashtable methods
	Description

	Object
	put (Object key,

      Object value)
	put (Object key, Object value)
	associate value with key.  Return null if key is new.  Otherwise, return old value.

	Object
	get (Object key)
	get (Object key)
	return value associated with key, or null if not found

	Object 
	remove (Object key)
	remove (Object key)
	remove pair with given key.  Return value, or null if not found.

	boolean
	isEmpty ( )
	isEmpty ( )
	return true if empty

	boolean
	containsKey

        (Object key)
	containsKey (Object key)
	return true if contains key 

	boolean 
	containsValue

    (Object ob)
	contains 

   (Object ob)
	return true if contain value ob

	void
	clear ( )
	clear ( )
	removes all members

	Enumeration
	
	elements ( )
	return an Enumeration of values

	Enumeration
	
	keys ( )
	return an Enumeration of keys

	int 
	size ( )
	size ( )
	return number of members

	Collection
	values ( )
	
	return a Collection view of a HashMap


To make the transition from class Vector and class Hashtable to class ArrayList and class HashMap smooth, Java allows using a Vector object as an ArrayList object, and a Hashtable object as a HashMap object.

Iterators
Because the implementation of a container class is hidden from the user code, we have to have an abstract way to specify the order of members in a container.  

Java introduced a new interface Iterator.  An iterator works the same way as an Enumeration, with different names of the methods.

Interface Iterator has the following methods:

boolean hasNext ( );


// returns true if there more members to access

Object next ( );


// advances iterator and returns the next member 

void remove ( );


// removes the current member

Class HashMap does not support iterators directly.  If an iterator is needed to enumerate the values in a HashMap, the method values must be called to convert a HashMap to a Collection.

Example.  The following program prints the values added into a HashMap:

import java.util.*;

class MapTest

{


static public void main (String [ ] args)


{



HashMap map = new HashMap ( );



map.put ("1", "a");



map.put ("2", "b");



Collection list = map.values ( );



Iterator it = list.iterator ( );



while (it.hasNext ( ))



{ System.out.println (it.next( )); }


}

}

§ 3.  Linked Lists in Java

1.  Introduction

A commonly used homogeneous sequential container type is the linked list.  In a linked list, data items are stored in nodes.  Every node has two parts:  one part is the information part, that stores the data item, and the other part, usually called the link, is a reference to the next node.  By the reference part, we may trace down the linked list to access all the members.  The reference part is implemented in Java by a reference variable that refers to the next node.  The reference part of the last node in a linked list is set to null.  A linked list is accessed by a reference to the first node, called the head of the list.  If a linked list is empty, the head reference is set to null. 

A linked list can be represented by the following diagram:


The insertion and deletion operations in linked lists are more efficient than that using an array.  However, array members can be randomly accessed, but the members in a linked list must be accessed sequentially from the first node. 

2.  Java Implementation

In Java, a node is defined as a class:

public class Node

{

    // fields


private Object element;
// a reference to an object


private Node next;


// constructors


public Node (Object e, Node n)


{ element = e; next = n; }


public Node (Object e)


{ this (e, null); }


public Node ( )


{ this (null); }


// accessors


public Object getElement ( )


{ return element; }


public Node getNext ( )


{ return next; }


// modifiers


public void setElement (Object e)


{ element = e; }


public void setNext (Node n)


{ next = n; }

}

To avoid using set/get methods in class LinkedList, the members of class Node may be defined as package members, and put class Node and class LinkedList in the same package.

Linked lists are defined as objects in class LinkedList.  Class LinkedList needs, essentially, only one field, i.e., a reference to the first ode of the list.  However, we may add some other members to facilitate some operations.  For instance, in the next definition of class LinkedList, we add another Node reference member that refers to the last node in a list to make the operation inserting a new member at the end of the list easier.

public class LinkedList

{


// fields


private Node head; 
// initialized to null


private Node tail;

// initialized to null


// methods

}

Depending on how the linked lists are used, we have different ways to define methods in this class.  The following are some of the possible methods to be defined in this class:

We need a method to check whether a linked list is empty.  A linked list is empty if the head is null:

public boolean isEmpty ( )

{ return (head == null); }

The following methods return the first and the last member of a linked list.  If the linked list is empty, an exception in the class EmptyListException is thrown.  This exception class is defined separately.

// a method returning the first member of a linked list

public Object firstMember ( ) throws EmptyListException

{ 


if (isEmpty ( ))


{ throw new EmptyListException ( ); }


return head.getElement ( );

}

// a method returning the last member of a linked list

public Object lastMember ( ) throws EmptyListException

{ 


if (isEmpty ( ))


{ throw new EmptyListException ( ); }


return tail.getElement ( ); 

}
We need some methods to add a new member to a linked list.  First, the following method adds a new member at the beginning of the linked list:

// a method adding a new member at the beginning of a linked list

public LinkedList insertFirst (Object newMember)

{


Node newNode = new Node (newMember, head);


head = newNode;


if (head.getNext ( ) == null)

// the new node is the only node 


{ tail = head; }


return this;

}

Because we included a reference to the last member of the linked list as a field in this class, the definition of the method that adds the new member at the end of a linked list is also easy:

// a method adding a new member at the end of a linked list

public LinkedList insertLast (Object newMember)

{


// create a new Node


Node newNode = new Node (newMember, null);


// consider two cases


if (isEmpty ( ))



{ head = tail = newNode; }


else




// the list is not empty


{ 



tail.setNext (newNode);



tail = newNode;


}


return this;

}

Now we want to define a method that inserts a new member in the middle of a linked list.  To specify where to insert, we pass to this method a reference that is stored in this list.  The new member is to be inserted after this member.

This method is broken down to three methods:  First, we want to have a method to return a reference of a node that stores a given data item:

// a method returning a reference to a node that stores a given object

protected Node find(Object e)

{


Node toReturn = head;


while ((toReturn != null) && (! toReturn.getElement ( ).equals (e)))


{ toReturn = toReturn.getNext ( ); }


return toReturn;

}


If e is not in this list, this method returns a null reference.  Note that we used method equals( ) in this method.  If e refers to an object in a class with an overloaded equals method, then the specific version of this method will be used. 

The next method inserts a new member in a list, giving a reference to the node before the new node:

// a method adding a new member to a linked list after a given node

protected LinkedList insertAfter (Node pre, Object newElement)

{


if (pre != null)


{


    // create a new node



Node newNode = new Node(newElement, pre.getNext( ));



pre.setNext(newNode);



// update the tail



if (pre == tail)



{ tail = newNode; }


}


return this;

}

Note that, if the parameter pre is null, this method does nothing.  Because these two methods are suppose to be used only within class LinkedList (or its subclasses), they are declared as protected.

Now the method insertAfter is defined using these two methods:

// a method adding a new member after a given member

public LinkedList insertAfter (Object preObject, Object newMember)

{


Node pre;


if ((pre = find (preObject)) != null)


{ insertAfter (pre, newMember); }


return this;

}

Now we need some methods to remove members from a linked list.  The following method removes the first member of a linked list:

// a method removing the first member from a linked list

public LinkedList removeFirst ( ) throws EmptyListException 

{


if (isEmpty ( ))


{ throw new EmptyListException ( ); } 


head.setElement (null);


head = head.getNext ( );


if (head == null) { tail = null; }


return this;

}

Now we want to define a method that removes a given object.  If it is stored in the first node, remove the first node by the method removeFirst.  Otherwise, we need a reference to the node previous to the node that is to be removed.  The following method finds such a node:

// a method returning a reference to a node previous to the node that stores a given object

protected Node preNode (Object e)

{


Node toReturn = head;


while ((toReturn != null) && (toReturn != tail) 





&& (! toReturn.getNext ( ).getElement ( ).equals (e)))


{ toReturn = toReturn.getNext ( ); }


if (toReturn == tail) 


{ toReturn = null; } 


return toReturn;

}

Note that, this method returns a null reference if e is the first node, or e is not in the list.  

// a method removing a node after node pre

protected void removeAfter (Node pre) 

{


if ((pre != null) && (pre != tail))


{



Node toRemove = pre.getNext ( );



pre.setNext (toRemove.getNext ( ));



toRemove.setElement (null);



if (toRemove == tail)



{ tail = pre; }


}

}


If parameter pre is null, this method does nothing. 

Now we can define the method remove using the methods defined above:

// a method that removes a node that stores a given object

public LinkedList remove(Object e) throws EmptyListException 

{


if (isEmpty( ))


{ throw new EmptyListException( ); }


else if (head.getElement( ).equals(e))


{ removeFirst( ); }


else


{



Node pre = preNode (e);



if (pre != null)



{ removeAfter (pre); }


}


return this;

}

For the test purpose, we may want to output all members in a linked list.  The following is a toString method:

// method toString 

public String toString ( )

{


String toReturn = new String ( );



if (! isEmpty ( ))


{



for (Node temp = head; temp != null; temp = temp.getNext ( ))



{ toReturn += temp.getElement ( ).toString ( ); }


}


return toReturn;

}

3.  Sorted Lists

From this class LinkedList, we may define a number of subclass to deal with various special cases.  For instance, we may use linked lists to implement "sorted containers".  

A sorted container stores objects in a sorted order.  The sorted order can be an increasing order, or in a decreasing order.  To make it more specific, we assume that we always want to sort the objects in an increasing order.

The objects stored in a sorted container should be comparable to each other.  They are defined by an interface ComparableItem:

public interface ComparableItem

{


boolean isEqualTo (ComparableItem c);


boolean isGreaterThan (ComparableItem c);


boolean isLessThan (ComparableItem c);


boolean isGreaterThanOrEqualTo (ComparableItem c);


boolean isLessThanOrEqualTo (ComparableItem c);

}

We also define SortedContainer as an interface:

public interface SortedContainer

{


SortedContainer add (ComparableItem c);


SortedContainer remove (ComparableItem c);


String toString ( );

}  

Now we can define a class SortedList that extends LinkedList and implements SortedContainer:

public class SortedList extends LinkedList implements SortedContainer

{


protected Node findPre (ComparableItem c)


{



Node pre = head;



while (pre != null && pre.getNext ( ) != null && 





((ComparableItem) pre.getNext ( ).getElement ( )).isLessThan (c))



{ pre = pre.getNext ( ); }



return pre;


}


public SortedContainer add (ComparableItem c)


{



try



{




if (isEmpty( ) || c.isLessThan ((ComparableItem) firstMember ( )))




{ insertFirst(c); }




else 




{





Node pre = findPre (c);





insertAfter (pre, c);




}



}



catch (EmptyListException e) { }




// This catch block will never entered.  



// It is needed because firstMember( ) throws an exception



return this;


}


public SortedContainer remove(ComparableItem c)


{ super.remove(c); return this; }


public String toString( )

// needed by the interface


{ return super.toString( ); }

}

To test this class, we define a class called DirectoryEntry, which implements interface ComparableItem:

public class DirectoryEntry implements ComparableItem

{


private String name;


private String number;


public DirectoryEntry (String nameString, String numberString)


{



name = nameString;



number = numberString;


}


public String getName ( ) { return name; }


public String getNumber ( ) { return number; }


public String toString ( )


{



String s = name + " " + number + '\n';



return s;


}


public boolean isEqualTo (ComparableItem c)


{ 



return (name.compareTo (((DirectoryEntry)c).name) == 0) && 




   (number.compareTo (((DirectoryEntry)c).number) == 0); 


}


public boolean isGreaterThan (ComparableItem c)


{ 



return (name.compareTo (((DirectoryEntry)c).name) > 0) ||




   ((name.compareTo (((DirectoryEntry)c).name) == 0) && 




   (number.compareTo (((DirectoryEntry)c).number) > 0));


}


public boolean isLessThan (ComparableItem c)


{ 



return (name.compareTo (((DirectoryEntry)c).name) < 0) ||




   ((name.compareTo (((DirectoryEntry)c).name) == 0) && 




   (number.compareTo (((DirectoryEntry)c).number) < 0));


}


public boolean isGreaterThanOrEqualTo (ComparableItem c)


{ 



return isEqualTo(c) || isGreaterThan(c);


}


public boolean isLessThanOrEqualTo (ComparableItem c)


{ 



return isEqualTo(c) || isLessThan (c);


}

}

The following is a test class:

public class SortedListTest

{


static public void main (String [ ] args)


{



DirectoryEntry a = new DirectoryEntry ("Li", "123-4567");



DirectoryEntry b = new DirectoryEntry ("White", "111-2222");



DirectoryEntry c = new DirectoryEntry ("Brown", "321-9876");



DirectoryEntry d = new DirectoryEntry ("Green", "613-1357");



SortedList directory = new SortedList ( );



directory.add (a);



directory.add (b);



directory.add (c);



directory.add (d);



System.out.println (directory);



directory.remove (a);



directory.remove (b);



directory.remove (c);



System.out.println (directory);


}




}

4.  Doubly Linked Lists

Linked lists can only be traced from the beginning to the end.  In some applications, we need to traverse a linked list in both directions.  In this case, doubly linked lists are used.  A linked list is a doubly linked list if every node has one link to the next node and another link to the previous node.  The previous link of the first node is set to null. 

The following is the definition of the class DoubleNode: 

public class DoubleNode

{


// fields


private Object  element;


private DoubleNode previous;


private DoubleNode next;


// constructors


public DoubleNode (Object ob, DoubleNode p, DoubleNode n) 


{



element = ob;



previous = p;



next = n;


}



public DoubleNode (Object ob)  { this(ob, null, null); }


public DoubleNode ( ) { this(null, null, null); }


// accessors


public Object getElement ( ) { return element; }


public DoubleNode getPrevious ( ) { return previous; }


public DoubleNode getNext ( ) { return next; }


// modifiers


public void setElement (Object ob) { element = ob; }


public void setPrevious (DoubleNode p) { previous = p; }


public void setNext (DoubleNode n) { next = n; }

}

Class DoublyLinkedList has two fields:  A reference to the first node, and a reference to the last node:

public class DoublyLinkedList

{


// fields


protected DoubleNode head;


protected DoubleNode tail;


// methods

}

The same as singly linked lists, we have the methods to test if a list is empty, and two methods to return the first and the last member of a list:

// a method to check whether a doubly linked list is empty

public boolean isEmpty ( ) { return head == null; }

// a method returning the first member of a doubly linked list

public Object firstMember ( ) throws EmptyListException 

{


if (isEmpty ( ))


{ throw new EmptyListException ( ); }


return head.getElement ( );

}

// a method returning the last member of a doubly linked list

public Object lastMember ( ) throws EmptyListException 

{


if (isEmpty ( ))


{ throw new EmptyListException ( ); }


return tail.getElement ( );

}

The following are two methods that insert a new member at the beginning or at the end of a doubly linked list.  In these two methods, we have to take care of the reference previous:

// a method adding a new member at the beginning of a doubly linked list

public DoublyLinkedList insertFirst (Object ob)

{


DoubleNode newNode = new DoubleNode (ob, null, head);


if (head != null)


{ head.setPrevious (newNode); }


else


{ tail = newNode; }


head = newNode;


return this;


}

// a method adding a new member at the end of a doubly linked list

public DoublyLinkedList insertLast (Object ob)

{


DoubleNode newNode = new DoubleNode (ob, tail, null);


if (tail != null)


{ tail.setNext (newNode); }


else


{head = newNode; }


tail = newNode;


return this;

}

The following two methods remove the first, or the last member of a doubly linked list:

// a method removing the first member of a doubly linked list

public DoublyLinkedList removeFirst ( ) throws EmptyListException 

{


if (isEmpty ( ))


{ throw new EmptyListException ( ); }


head.setElement (null);


head = head.getNext ( );


if (head == null)


{ tail = null; }


else


{ head.setPrevious (null); }


return this;

}

// a method removing the last member of a doubly linked list

public DoublyLinkedList removeLast ( ) throws EmptyListException 

{


if (isEmpty ( ))


{ throw new EmptyListException ( ); }


tail.setElement (null);


tail = tail.getPrevious ( );


if (tail == null)


{ head = null; }


else


{ tail.setNext (null); }


return this;

}

Next, we want to define a method to remove a node in a doubly linked list that stores a given object.  Different from the corresponding method is class LinkedList, this time, we need only a reference to the node to be removed.  This reference is found by a helper method find:

// a method returning a reference to a node storing a given object

protected DoubleNode find (Object ob)

{


DoubleNode it = head;


while (it != null && !it.getElement ( ).equals (ob))


{ it = it.getNext ( ); }


return it;

}

// a helper method that removes a given Node

protected void remove (DoubleNode n)

{


try


{



if (n == head)



{ removeFirst ( ); }



else if (n == tail)



{ removeLast ( ); }



else



{




DoubleNode pre = n.getPrevious ( ), next = n.getNext ( );




pre.setNext (next);




next.setPrevious (pre);




n.setElement (null);



}


}


catch (EmptyListException ex) { }

}




// a method removing a node in a doubly linked list that stores a given object

public DoublyLinkedList remove (Object ob)

{


DoubleNode toRemove;


if (!isEmpty ( ) && (toRemove = find (ob)) != null)


{ remove (toRemove); }


return this;

}

For the testing purpose, we may want to output all members stored in a doubly linked list.

// method toString

public String toString ( )

{


String toReturn = "";


for(DoubleNode it = head; it != null; it = it.getNext( ))


{ toReturn += it.getElement ( ).toString ( ) + " "; }


return toReturn;

}



§ 4.  Recursion

1.  Introduction

Recursion is an approach of problem solving.  A problem that can be solved by recursion usually has an integer parameter.  When the parameter is small, such as 0, 1, and 2, the problem can be solved directly.  If the parameter is large, the problem cannot be solved directly.  However, if the solution of the problem with a large parameter can be obtained from the solution of the problem with a smaller parameter, then recursion may be used in this case.  

Let's look at a simple example:  Suppose we want to find the sum of all members in an array.  If the number of members in this array is 0, i.e., the array is empty, then the sum is obviously 0.  If the number of members is n > 0, the sum of the members can be obtained in two steps:  First find the sum of the first n ( 1 members.  Then add the last term of the array to this sum to have the sum of all n members.

To find the sum of the first n ( 1 members, we can use the same algorithm:  Find the first n ( 2 members, and add to it the n ( 1st member.  Eventually, this is reduced to 0 member, so-called the base case, we can find the sum, i.e., 0, directly.

Because, when n > 0, the algorithm used to find the sum of first n members, and the algorithm to find the first n ( 1 members are the same, when we write a recursive algorithm, we do not have go explicitly all way down to the base case.  A recursive algorithm consists of two parts:

Part 1.  If the parameter is small, solve the problem directly.  In most cases, this base case is easy.

Part II.  If the parameter is not small, then do the following steps:

Step 1.  Reduce the parameter to a smaller value.

Step 2.  Use the same algorithm to find the solution of the problem with this smaller parameter.  This step is done by a call to the same function with the smaller parameter.

Step 3.  Build the solution of the problem with the larger parameter from the solution of the problem with the smaller parameter.

Look at the problem of finding the sum of an array again.  This algorithm takes an array a, and an integer n as parameters, and it finds the sum of the first n members in a.  The algorithm can be written in pseudocode (similar to Java syntax) as follows:

input.  array a, integer n
output.  s (a, n), i.e., the sum of the first n members in the array

algorithm:

if (n == 0) 

{ s (a, n) = 0; }

else

{


m = n ( 1;

// reduce the parameter


Find s (a, m);
// recursion


s (a, n) = s (a, m) + a [n ( 1];
// add the last member to find s(a, n)

}

return s (a, n);

In a real implementation, we may simplify the algorithm by omitting some steps.  The following is a Java implementation of this algorithm:

public static int findSum (int [ ] a, int n)

{


int sum = 0;


if (n > 0)


{ sum = findSum (a, n - 1) + a [n - 1]; }


return sum;

}

In this method, it calls itself.  A method calls itself is called a recursive method.

Another example is the famous Hanoi Tower problem:

The problem:  There are three pegs numbered 1, 2, and 3.  N disks with different diameters are arranged in an increasing order with respect to their diameters from top down on Peg 1.  The problem asks to find a way to move all disks from Peg 1 to Peg 3 subject to the following rules:

· Each time only one disk at the top of a peg can be moved to the top of another peg.

· A larger disk cannot be put on top of a smaller disk.

Solving strategy:  

The base case:  If there is no disk, N = 0, then do nothing.

The recursion step:

Suppose there are N disks, N > 0.  (problem with large parameter)

If the largest disk is ignored, we have N ( 1 disks.  (Reduce the instance to a smaller problem.  If the reduction is done for N ( 1 times, the base case is reached.)

Assume we know how to move N ( 1 disks from one peg to another peg.  (The solution to a smaller problem is supposed to be known.)

Leave the largest disk on Peg 1, and move the other N ( 1 disks from Peg 1 to Peg 2.  Then move the largest disk from Peg 1 to Peg 3.  Finally, move the other N ( 1 disks from Peg 2 to Peg 3.  (The solution to the problem with parameter N is built from the solution of the problem with parameter N ( 1.  This time, the solution to the simpler problem is used twice.)

The pseudocode of the algorithm:

input.  n, the number of disks, source peg, intermediate peg, destination peg

output.  the movements to move all n disks from peg 1 to peg 3

algorithm
if (n > 0)

// the base case n = 0 does nothing

{


move n ( 1 disks from the source peg to intermediate peg;


output a movement "source -> destination";


move n ( 1 disks from intermediate peg to destination peg;

}

This algorithm implemented in Java is the following:

public static void hanoi(int n, int source, int intermediate, int destination)

{


if (n > 0)


{



hanoi(n ( 1, source, destination, intermediate);



System.out.println(source + " -> " + destination);



hanoi(n ( 1, intermediate, source, destination);


}

}

2.  More Examples on Recursion

Example 1.  Find the largest member in an array of n integers.

Solving strategy:  If n = 1 (the base case), the only member is the largest.  Otherwise, find the largest member in the first n ( 1 members.  Then compare this result with the last member.

Java Implementation:

public static int largestMember (int [ ] a, int n)

{


if (n == 1) { return a [0]; }


else { return Math.max (largestMember (a, n - 1), a [n - 1]); }

}

Example 2.  The recursive version of remove a member from a linked list.

The remove method in class LinkedList can be implemented recursively.  If the member to be removed is the first member, just redirect the head to the second member.  Otherwise, remove the given member from a list starting from the second member of the list.

The Java implementation of this method uses a helper method.  This method takes an extra parameter of type Node.  It removes the member from a part of the list starting from the Node referred to by the parameter.

To remove the given member from the entire list, the remove method calls the helper method with the head as the second parameter.  

Since we have to connect the second part after removal to the first part of the list, the helper method returns a Node:

private Node remove (Object toRemove, Node aNode)

{


if (aNode != null)


{



if (aNode.element.equals (toRemove))



{ aNode = aNode.next; }



else



{ aNode.next = remove (toRemove, aNode.next); }


}


return aNode;

}

public void remove (Object toRemove)

{ head = remove (toRemove, head); }

Example 3.  Construct the reverse of a linked list.  Assume the LinkedList class is as defined in the previous section.

Solving strategy:  If the list has 0 or 1 member, the reverse is the list itself.  Otherwise, construct the reverse of the list starting from the second member, and then attach the first member of the original list at the end of the reversed list.

Java implementation:

The implementation uses a helper method that has an additional parameter of type Node.  This method return the reverse of the linked list starting from this node.

private LinkedList reverse (Node first)

{


LinkedList reversed = null;


if (first != null)

// if first == null, this method does nothing


{



if (first.next == null)



{ 




reversed = new LinkedList ( );




reversed.insertLast (first.element); 



}



else



{




reversed = reverse (first.next);




reversed.insertLast (first.element);



} 


}


return reversed;

}

If we want to return the reverse of the entire list, the method is defined as the following:

public LinkedList reverse ( )

{ return reverse (head); }

In the previous example, a reversed list is created and the original list is untouched.   Now we want to reverse the original list.  In this case, the help method returns a Node reference.

private Node reverse (Node first)

{


if (first != null && first.next != null)


{



Object save = first.element;



Node second = first.next;



first = reverse (second);



insertLast (save);


}


return first;

}

public void reverse ( )

{ head = reverse (head); }

Example 4.  Sum of tail in a link list of integers

Suppose the Node class of a linked list is defined with an extra field sumOfTail as follows:

class Node

// friendly class

{


int data;


int sumOfTail;


Node link;

}

Field sumOfTail is the sum of the data items store in the nodes from the current node to the end of the list.  For example, a list has four nodes with data 2, 7, 4, 3.  The information stored in these node are

(2, 16), (7, 14), (4, 7), (3, 3)

The first component is the data item, and the second component is the value of filed sumOfTail, which is the sum of the data items from this node to the last node in the list.

Suppose a new node is added to the end of the list, we have to update the fields sumOfTail in all the other nodes in the list.  If the list is doubly-linked, then we can back track from the last node, which is just added, back to the first node to update the field sumOfTail.  What if the list is singly-linked?  The method addLast in this case can be implemented easily by recursion:  When the first node is added, there is no need to update.  If this list is not originally empty, ignore the first node.  Then a recursive call can add the new node at the end and update the sumOfTail field of all nodes except the first one, which was ignored.  What left is only to update the sumOfTail filed of the first node.

Here is the program:

class Node

{


int data;


int sumOfTail;


Node link;


Node(int i) { data = sumOfTail = i; }

}

class List

{


Node head;


private List add (int i, Node n)

// a helper method


{



Node next = new Node (i);



if (n.link == null) { n.link = next; }



else { add (i, n.link); }



n.sumOfTail = n.data + n.link. sumOfTail; 



return this;


}


public List add (int i)


{ 



if (head == null) { head = new Node (i); }



else { add (i, head); }



return this;


}


public void print ( )


{



Node temp = head;



while (temp != null)



{ 




System.out.print ("(" + temp.data + ", " + temp. sumOfTail + "), "); 




temp = temp.link; 



}



System.out.println ( );


}

}

Example 5.  Finding an approximation of the square root of a real number

This is an example of recursion that does not have an integer parameter.  A way to find an approximation of the square root of a positive real number is as follows:  Let x be a positive real number, and r is an approximation of the square root of x.  Then the average of r and a / r, i.e., (r + a / r) / 2, is a better approximation of the square root of a.  Suppose we want to find an approximation r of the square root of a, such that the absolute value of r2 ( a is less than a given small positive number e, called the tolerance.   

This algorithm takes a real number a, an approximation r of the square root of a, and the tolerance e as the input, and outputs an approximation of the square root of a that satisfies the tolerance condition.  

The base case:  If |r2 ( a| < e, then r is the required output.

The recursive case:  If |r2 ( a| ( e, use the formula r = (r + a / r) / 2 to find a better approximation (reduction).  Then use the new approximation to find the required result (building the solution from the reduced parameter).

An implementation of this algorithm using Java is as follows:

public static double squareRoot (double a, double r, double e)

{


if (Math.abs(r * r - a) < e)


{ return r; }


else


{ return squareRoot (a, (r + a/r) / 2, e); }

}
3.  Recursion and Iteration

When one procedure calls another procedure, the computer has to save the local data used in the first procedure sand the address of the next statement to be used when it returns to this procedure.  When the called procedure finishes, the computer has to restore the local data saved before, and return to the next statement in this procedure.  Therefore, a procedure call is time consuming.  Since a recursive procedure calls itself for many times, a recursive procedure is not time efficient.  There are a number of ways to re-write a recursive procedure to make it more efficient.

In some cases, although the algorithm is recursive, we can write a recursive procedure in an iterative way.  For example, it is easy to write the program of finding the sum of all members in an array using a loop:
public static int findSum (int [ ] a, int n)

{


int currentSum = 0;


for (int count = 0, count < n; ++count)


{ currentSum = currentSum + a [count]; }


return count;

}

This method is so-call scan-and-update:  Use a loop to scan, i.e., look at the members in the array one by one, and update a variable currentSum.  This variable accumulates the result.  Finally, this variable is returned.

We can also write this procedure as a recursive procedure, i.e., it calls itself.  However, this time, we use the method of tail-recursion.  Tail-recursion means that the recursive call is the last statement of the procedure, and what returned from the recursive call is what is returned from the original procedure.  In this way, the accumulator is passed as a parameter from one call to the next.  Still look at this problem.

public static int findSum (int [ ] a, int n)

{ return findSum (a, n, 0); }

// calls a helper method
private static int findSum (int a, int n, int accum)

{


if (n == 0)


{ return accum; }


else


{ return findSum (a, n - 1, accum + a [n - 1]); }

}

Since there is no need to save the local data of the caller, the operating system will treat this recursive method differently to make it more efficient.   

Here is another example.  The Fibonacci sequence is defined as F0 = F1 = 1, Fn = Fn(1 + Fn(2, n ( 2.  Since the sequence is defined recursively, a natural way to write a program to find Fn is to use a recursive procedure:

public static int fibonacci (int n)

{


int f;


if (n == 0 || n == 1)


{ f = 1; }


else 


{ f = fibonacci (n - 1) + fibonacci (n - 2); }


return f;

}

However, this procedure is not efficient.  For example, if we want to calculate F5, then we have to calculate F4 and F3.  However, F3 must be calculated when F4 is calculate, but we will re-calculate F3 in the second step.

We can write an iterative version of this program using scan-and-update with a loop: 

public static int fibonacci (int n)

{


int first = 0, second = 1, temp;


for (int count = 0; count < n; ++count)


{



temp = first;



first = second;



second += temp; 


}


return second;

}

We may also use the tail recursion:
public static int fibonacci (int n)

{ return fibonacci (n, 0, 1); }

private static int fibonacci (int n, int first, int second)

{


if (n == 0) 


{ return second; }


else


{ return fibonacci (n - 1, second, first + second); }

}

We may also use a stack to write a recursive program in an iterated way.  This topic is to be covered later.

Chapter 2.  Program Analysis

§ 1.  Algorithm Complexity

1.  Problems and Instances

A program is used to solve a "problem".  A problem is a general question to generate a solution (output) from a given set of data (input).  When the input data is specified, we have an instance of this problem.

For instance, to find the sum of two integers is a problem, and to find the sum of 2 and 3 is an instance of this problem.

An instance of a problem has a size, which is usually given by one or two parameters.  For instance, if the problem is to find the sum of two integers x and y, then the total number of digits in x and y may be taken as the size of this instance.  Roughly speaking, the size of an instance of a problem is the "length" of the input.  Therefore, in this example, x + y is NOT a reasonable choice for the size the problem of finding the sum of x and y.

2.  Algorithms and Their Complexity
An algorithm is a sequence of step-by-step instructions to be followed to generate the output from the input.

A problem may be solved by many different algorithms.  Some algorithms may be more efficient than the others.  The efficiency of an algorithm is described by its complexity.

Complexity of an algorithm:  The time needed to generate the output from the input is the time-complexity of the algorithm.  The amount of memory space needed is the space-complexity of the algorithm.  The time-complexity and the space-complexity are functions of the size of an instance.  In this course, we will consider mainly the time-complexity of algorithms.

Measuring the complexity:  In an informal way, the complexity is measured by the number of critical operations, i.e., the most time-consuming operation(s), used in an algorithm to solve a problem.  A critical operation is usually a primitive operation, such as an assignment, a comparison, a method call, or an arithmetic operation.  Since different instances may use different numbers of critical operations, we may consider the maximum number of critical operations needed to solve instances with a given size n (the worst-case analysis), denoted by fworst(n), or the average number of critical operations needed to solve instances of a given size n (the average behaviour analysis), denoted by faverage(n):  


fworst(n) = max{f(I); size(I) = n},

and


faverage(n) = 
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where p(I) is the probability of the occurrence of instance I.

Since the average behaviour analysis needs the information about the probability of the occurrence of individual instance, which is usually unknown, we will use the worst-case analysis for most of the problems.

3.  The Rate of Growth of the Complexity Functions

Since the accurate value of the number of critical operations is difficult to calculate, and it is not actually needed, we use only the rate of growth of the complexity functions (functions fworst(n) of faverage(n)) to describe the complexity of an algorithm.

Let f(n) be an increasing function with an integer variable n.  The rate of growth of f(n) is specified by another, usually simpler, function g(n), which is also an increasing function with an integer variable, such as the power function nk, the exponential function en, the logarithmic function loga n, or n loga n.

A function f(n) is said to have a rate of growth no more than the rate of growth of another function g(n) if there exists a positive number c such that, for every n large enough, f(n) ( cg(n).  It is denoted by f(n) = O(g(n)), or simply, f = O(g).  If there exist two positive numbers c1 and c2 such that, for every n large enough, c1 g(n) ( f(n) ( c2 g(n), we say that f and g have the same rate of growth, denoted by f(n) = (g(n)), or simply f = (g).

Note that, although we write f = O(g), or f = (g), they are not equalities.  We use the equal sign just for convenience.    

For example, we have the following relations:

(i)  2n2 = O(n3).

For n ( 2, we always have 2n2 ( n3.  Let c = 1, we see have 2n2 = O(n3).

(ii)  2n2 + n + log n = (n2).

First, we have n2 < 2n2 + n + log n.  On the other hand, 2n2 + n + log2 n < 3n2, when n > 1.  Let c1 = 1 and c2 = 3, by definition, we have 2n2 + n + log n = (n2).

(iii)  If f(n) is a polynomial of degree k, than f = O(ni) for all i ( k.  In particular, f = (nk).

(iv)  Note that, if a and b are two positive real numbers greater than 1, then loga n = loga b ( logb n.  Therefore, loga n = (logb n).  If a function f = O(loga n), then f = O(logb n).  In other words, the base is irrelevant.  We may simply write f = O(log n).

(v)  If f(n) = O(1), then there exists a number c such that, for every n large enough, f ( c.  In other words, f is a bounded function.

(vi)  We show that log2 n! = (n log2 n).

Indeed, we have

log2 n! = log2 1 + log2 2 + … + log2 n < n log2 n.


log2 n! = (1 / 2)[log2 (1n) + log2 (2(n ( 1)) + … + log2(n1)] > (1 / 2)n log2 n.

Let c1 = 1 / 2, c2 = 1.  We have c1 n log2 n < log2 n! < n log2 n.  Hence, log2 n! 

= (n log2 n).

Since the base of logarithm may be omitted, if a function f = O(log n!), then 

f = O(n log n).

4.  Polynomial and Exponential Algorithms

It is very important to distinguish two classes of algorithms:  the polynomial algorithms and the exponential algorithms.

An algorithm is polynomial if the complexity function of this algorithm has a rate of growth O(nk) for some integer k.  Otherwise, it is exponential.  If a problem has a polynomial algorithm, this problem is called a polynomial problem.       

We would prefer polynomial algorithms but not exponential algorithms because the exponential function grows much more rapidly than polynomials.  Polynomial algorithms are usually regarded as efficient algorithms, and exponential algorithms are not efficient if the size of the instance is large.  

The following gives a table to compare the value of some polynomials and some exponential functions:

n

n2

n5

2n

10n

1

1

1

2

1


2

4

32

4

100


10

100

104

~103

1010


100

104

106

~1030

10100

1000

106

1015

~10301

101000
On the other hand, when the speed of the computer increases, a polynomial algorithm can solve larger instances, but the exponential algorithm can increase the size of instances only for a small amount.

Suppose we have an algorithm that uses n3 critical operations to solve an instance of size n, and another algorithm that uses 2n critical operations to solve an instance of size n.  By N operations, we can solve an instance of size n = N1/3 using the first algorithm, and solve an instance of size n = log2 N using the second algorithm.  If a more powerful computer is used, in the same time, we can do kN operations.  If the first algorithm is used, the size of an instance that we can solve become n = (kN)1/3, which is k1/3 times of the original size.  However, if the second algorithm is used, the new size is n = log2 (kN) = log2 k + log2 N, which is log2 k more than the original size.   

§ 2.  Examples of Complexity Analysis

An algorithm is implemented by a computer program in a certain computer language.  However, in most cases, the complexity of an algorithm is independent of the language used.  Therefore, for the purpose of complexity analysis, we may use pseudocode to describe an algorithm.  The pseudocode is a kind of language used to describe algorithms.  It is similar to computer languages but not a computer language.  It is for people to read, but not for computers to execute.  You may use assignment statements, conditional statements, loops adopted from any computer language, and you may use any English sentence to describe a step in your algorithm, as long as this step can be realized by calling a subroutine, which can be obviously implemented.  For instance, we may say, in an algorithm, "find the largest member in an array", or "delete all odd terms from an array of integers".  We are going to use a kind of pseudocode base on the language Java.     

(1)  Finding an integer power of a real number

The problem:

Input.  a real number x and a positive integer n.

Output.  the power xn.

This problem may be solved by the following straightforward algorithm:

algorithm power1(x, n)

{


power = x;


for (int i = 1; i < n; ++i)


{ power *= x; }


return power;

}

The size of an instance may be defined by the exponent n, and the critical operation is multiplication.  By this algorithm, we will use n ( 1 multiplication to find the n-th power of x.  In other words, the complexity of this algorithm is O(n).

We may solve this problem by another algorithm:

algorithm power2(x, n)

{


if (n == 1)


{ power = x; }


else if (n % 2 == 1)

// n is odd


{ power = power2(x, n - 1) * x; }


else



// n is even


{



y = power2(x, n / 2);



power = y * y;


}


return power;

}

If n = 2k is a power of 2, it is easy to see that the number of multiplication used to find the power xn is k = log2 n.  In other case, we may also show that the number of multiplication used is of the order O(log n).  The detailed mathematical reasoning is omitted. 

(2)  Evaluating polynomials

Input.  A polynomial P(x) = c0xn + c1xn-1 + ... + cn-1x + cn, represented by an array of the coefficients c = {c[0], c[1], ... c[n]}, and a value x = a.

Output.  P(a).

algorithm Polynomial_1

{


value = 0;


for (i = 0; i < n; ++i)


{



for (power = 1, j = 0; j < i; ++j)



{ power *= a; }
// find the i-th power of a



value += c[n - i] * power;



}


return value;

}

Analysis.  Size of the instance: n.  Critical operation: Multiplication.

The total number of multiplication = 1 + 2 + ... + (n + 1) = (n + 1)(n + 2)/2.  The complexity of this algorithm is O(n2).

algorithm Polynomial_​2

{


value = c[0];


for (i = 0; i < n; ++i)


{ value = value * a + c[i + 1]; }


return value;

}

Analysis.
The total number of multiplication = n.  The complexity of this algorithm is O(n).

(3)  Binary search

Suppose we want to search an array with n members to see if a given value is a member of this array.  If the given value is in this array, return the index of the member; otherwise, output a message saying that this value is not in this array.

A sequential search is to compare the given value with the members in this array one by one until the member is found, or it reaches the last member.  Obviously, this algorithm needs, in the worst case, n comparisons.

If the members in a are sorted in an increasing (or decreasing) order, then a more efficient algorithm can be used.  This is the binary search algorithm.

Input.  A sorted array a = (a[0], a[1], ..., a[n ( 1]), i.e., a[0] < a[1] < ... < a[n ( 1], and a key x.

Output.  An index k such that a[k] = x, or a message 'Not Found' if no such k exists.

This algorithm can be easily implemented by a recursive method called binarySearch.  This method accepts an array a, the lower index lower, the upper index upper, and the value x.  It returns the index of x is x is among a[lower], a[lower + 1], … , a[upper - 1], or (1 if x is not in this part of the array.   If we want to search the entire array a with n members, this method is called by binarySearch(a, 0, n, x).

algorithm binarySearch(a, lower, upper, x)

{


if (upper <= lower)


{ return -1; }


else


{



middle = (upper + lower) / 2;

// integer division



if (a[middle] == x)



{ return middle; }



else if (a[middle] > x)



{ return binarySearch(a, lower, middle, x); }



else



{ return binarySearch(a, middle + 1, upper, x); }

} 

Analysis.  Size of the instance: n, Critical operation: comparison.

The number of comparison used by this algorithm, in the worst case, is given by the recursive relation:  fworst (1) = 1, fworst(n) = fworst(n / 2) + 1.  Then it is easy to shown (by induction on n) that
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Chapter 3.  Stacks, Queues and Deques

§ 1.  Stacks

1.  Stack ADT Specification

A stack is a homogeneous sequential abstract data type (ADT) that implements the Last-In-First-Out (LIFO) principle.  A stack can be accessed only form one end, called the top.  When a new member is added into a stack, the new member is added to the top of the stack.  This operation is called push.   When a member is removed from the stack, only the top member can be removed.  This operation is called pop.  The pop operation may or may not return the top member of the stack depending on how the pop method is implemented.  The stack ADT also supports the following operations:

· check to see if the stack is empty;

· check to see if the stack is full;

· find what is the top member of a stack without disturbing the stack;

Java has a built-in Stack class in package java.util.  But here we want to define this interface and classes that implements this interface from scratch.  A generic Stack interface can be defined as follows:

public interface Stack

{


boolean isEmpty( );

// methods of an interface are public by default


boolean isFull( );


void push(Object member) throws FullStackException;


Object pop( ) throws EmptyStackException;


Object top( ) throws EmptyStackException;

}

Java has a class EmptyStackException defined in package java.util (but no FullStackException class).  However, we are not going to use it, so we should define these exception classes ourselves.

2.  Array Implementation

A stack may be implemented as an array, or a Vector, or a linked list.

An array implementation can be defined as follows:  

class ArrayStack implements Stack

{


// fields


private Object [ ] rep;


// an array of Objects


private int capacity;



private int size = 0;


// constructors


public ArrayStack(int c) 


{ 



capacity = c;



rep = new Object[c]; 


}


// methods


public boolean isEmpty( ) { return size == 0; }


public boolean isFull( ) { return size == capacity; }


public void push(Object newMember) throws FullStackException


{ 



if (!isFull( )) 



{ rep[size++] = newMember; } 



else



{ throw new FullStackException( ); }


}


public Object pop( ) throws EmptyStackException


{ 



Object data;



if (!isEmpty( )) 



{ 




data = rep[size-- - 1];




rep[size] = null; 



} 



else



{ throw new EmptyStackException( ); }



return data;


}


public Object top( ) throws EmptyStackException


{ 



if (!isEmpty( )) 



{ return rep[size - 1]; } 



else



{ throw new EmptyStackException( ); }


}

}

Since we may access the members of an array directly, all methods in this implementation run in O(1) time.

Since the type of the members of a Stack is Object, stacks defined by this implementation can only store data items with class objects.  If we want to store data items with primitive data types such as int or char, we have to convert them to objects by wrapper classes.  Another way is to define a class for a specific type using the ArrayStack class.  For example, the following is a class of stacks storing int variables:

public class IntArrayStack

{


// fields


private ArrayStack arrayStack;


private int capacity;


// constructor


public IntArrayStack(int c) { arrayStack = new ArrayStack(c); capacity = c; }


// methods


public boolean isEmpty( ) { return arrayStack.isEmpty( ); }


public boolean isFull( ) { return arrayStack.isFull( ); }


public void push(int newMember) throws FullStackException


{ arrayStack.push(new Integer(newMember)); }


public int pop( ) throws EmptyStackException


{ return ((Integer)arrayStack.pop( )).intValue( ); }


public int top( ) throws EmptyStackException


{ return ((Integer)arrayStack.top( )).intValue( ); }

}


In this class definition, every method invocation is "forwarded" to class ArrayStack.

Even if we want to store objects in an ArrayStack, define a specific class for this particular type is a good idea.  First, the type of objects to be stored in an ArrayStack is checked.  Second, this adds another level of abstraction to separate the interface with the implementation.  If we want to change the implementation of ArrayStack, there is no need to change the definition of IntArrayStack.

For instance, if we want to store objects of DirectoryEntry in an ArrayStack, we define a class DirectryArrayStack as follows:

public class DirectoryArrayStack

{


// fields


private Stack arrayStack;


private int capacity;


// constructors


public DirectoryArrayStack(int c) { arrayStack = new ArrayStack(c); capacity = c; }


// methods


public boolean isEmpty( ) { return arrayStack.isEmpty( ); }


public boolean isFull( ) { return arrayStack.isFull( ); }


public void push(DirectoryEntry newMember) throws FullStackException


{ arrayStack.push(newMember); }


public DirectoryEntry pop( ) throws EmptyStackException


{ return (DirectoryEntry)arrayStack.pop( ); }


public DirectoryEntry top( ) throws EmptyStackException 


{ return (DirectoryEntry)arrayStack.top( ); }

}


The following is a simple test program:

class ArrayStackTest

{


public static void main(String [ ] args)


{



DirectoryArrayStack telephoneBook = new DirectoryArrayStack(10);



DirectoryEntry a = new DirectoryEntry("Li", "123-4567");



DirectoryEntry b = new DirectoryEntry("White", "111-2222");



DirectoryEntry c = new DirectoryEntry("Brown", "321-9876");



DirectoryEntry d = new DirectoryEntry("Green", "613-1357");



try



{




telephoneBook.push(a);




telephoneBook.push(b);




telephoneBook.push(c);




telephoneBook.push(d);



}



catch (FullStackException e)



{ System.err.println(e); }



while (!telephoneBook.isEmpty( ))



{




DirectoryEntry nextEntry = telephoneBook.top( );
// no casting is needed




telephoneBook.pop( );




System.out.println(nextEntry);



}


}

}

3.  Linked List Implementation

A stack may also be implemented as a linked list.  

public class ListStack implements Stack

{


// fields


private LinkedList rep;


// constructor


public ListStack( )


{ rep = new LinkedList( ); }


// methods


public boolean isEmpty( )


{ return rep.isEmpty( ); }


public boolean isFull( )


{ return false; }


public void push(Object ob) throws FullStackException


{ 



rep.insertFirst(ob); 



if (isFull( )) { throw new FullStackException( ); }
// never used


}


public Object pop( ) throws EmptyStackException


{



Object toReturn = null;



try



{




toReturn = rep.firstMember( ); 




rep.removeFirst( ); 



}



catch (EmptyListException ex) 



{ throw new EmptyStackException( ); }



return toReturn;


}


public Object top( ) throws EmptyStackException


{



Object toReturn = null;



try



{ toReturn = rep.firstMember( ); }



catch (EmptyListException ex)



{ throw new EmptyStackException( ); }



return toReturn;


}

}

4.  Applications of Stack ADT

(1)  Stacks used in Java

Java uses stacks in a number of ways.   One of the important ways to use stacks in Java (as well as many other computer languages) is to handle method calls.

When a method A calls another method B, Java stores all the information, such as the contents of the registers in CPU, the return address, the values of local variables, in a record, known as a frame, and pushes it onto a stack.   If method calls another method C, the frame of method B is pushed onto the stack.  When method C completes, the frame of method B is popped out of the stack and method B resumes.  After B is complete, the frame of method A is popped out from the stack and method A resumes.

The local variables of methods called are also stored in a stack.  When a method is invoked, the local variables defined n this method are push onto the stack.  When a method is finished, the local variables defined in this method are popped out from the stack.

(2)  Re-write recursive algorithm in an iterative way

Since recursive method calls are handled by Java with a stack, if we create can use a stack explicitly in our program, we can re-write recursive methods in an iterative way.  As we know, an iterative implementation is usually more efficient than a recursive implementation.  For example, the algorithm solving the Hanoi Tower Problem can be implemented as follows:

import java.util.Stack;

class Quar



// a friendly class

{


int numberOfDisks;


int source;


int interm;


int destin;


Quar(int n, int s, int i, int d)


{ numberOfDisks = n; source = s; interm = i; destin = d; }

}

public class Hanoi

{


public static void hanoi(int n)


{



Stack stk = new Stack( );



stk.push(new Quar(n, 1, 2, 3));



while (!stk.empty( ))



{




Quar q = (Quar)stk.pop( );




int m = q.numberOfDisks;




if (m == 1) { System.out.println(q.source + "->" + q.destin); }




else




{ 





stk.push(new Quar(m - 1, q.interm, q.source, q.destin));





stk.push(new Quar(1, q.source, q.interm, q.destin));





stk.push(new Quar(m - 1, q.source, q.destin, q.interm));




}



}


}

}

(3)  Evaluating postfix expressions

An arithmetic expression may be written in the postfix version, in which operators follow operands.  For instance, 3 + 5 is written as 3 5 +.  (Operators and operands are separated by a space or a comma).  More examples of the postfix expressions are the following:


infix version



postfix version


1 + 2 + 3



1,2,+,3,+

(1 + 3) * (2 - 4)


1,3,+,2,4,-,*

(1 + 2 * 3) / [(4 + 5) * 6]

1,2,3,*,+,4,5,+,6,*,/

The postfix expressions are easy to evaluate using a stack.  The rules are:  If a number is read, push it onto the stack.  If an operator is read, pop out two numbers from the stack as the operands, and push the result back onto the stack.  After the entire expression is read, the only number popped out from the stack is the result.

The following is a program that evaluates a postfix expression:

import java.util.*;

// for using class StringTokenizer 

public class PostfixExpression

{


public static void main(String [ ] args)


{



System.out.println("Enter a postfix expression."); 



String expression = Keyboard.getString( );




// use Keyboard class given in 95.105/145 to read a string from keyboard



Stack s = new ListStack( );



double result = 0;



StringTokenizer parser 




= new StringTokenizer(expression, ",", false);




// Delimiters are operators and space



// Delimiters are treated as tokens



while (parser.hasMoreTokens( ))



{




double op1 = 0, op2 = 0;




String token = parser.nextToken( ).trim( );
// remove leading and ending spaces




if (isOp(token))




{





try





{ 






op1 = ((Double)s.pop( )).doubleValue( );  






op2 = ((Double)s.pop( )).doubleValue( );  





}





catch (EmptyStackException ex)





{






System.err.println("Illegal input expression 1."); 






System.exit(1);





}





result = calculate(op2, op1, token.charAt(0));





try





{ s.push(new Double(result)); }





catch(FullStackException ex)





{ 






System.err.println("The stack is full. 2"); 






System.exit(2);





}




}




else if (!token.equals(""))




{ 





try





{ s.push(Double.valueOf(token)); }





catch(NumberFormatException e)





{






System.err.println("Illegal input expression. 3"); 






System.exit(3);





}





catch (FullStackException ex)





{ 






System.err.println("The stack is full. 4"); 






System.exit(4);





}




}



}



try



{ result = ((Double)s.pop( )).doubleValue( ); }



catch (EmptyStackException ex) 



{ 




System.out.println("Illegal input expression. 5"); 




System.exit(5);



}



if (s.isEmpty( ))



{ System.out.println("The value of this expression is " + result); }



else



{ System.out.println("Illegal input expression. 6"); }


}


static private boolean isOp(String s)


{



boolean yes = false;



if (s.equals("+") || s.equals("-") || s.equals("*") || s.equals("/") )



{ yes = true; }



return yes;


}


static private double calculate (double x, double y, char op)


{



double result = 0;



switch (op)



{




case '+': result = x + y; break;




case '-': result = x - y; break;




case '*': result = x * y; break;




case '/': 




{





if (y == 0)





{ 






System.err.println("Divided by zero.");






System.exit(6);





}




    result = x / y;




}



}



return result;


}

}  

§ 2.  Queues

1.  Queue ADT Specification

A queue is a homogeneous sequential abstract data structure that implements the First-In-First-Out (FIFO) principle.  A queue can be accessed from both ends.  If a new member is added to a queue, it is added to one end called the rear.  If a member is removed from a queue, the member at the other end, called the front is removed.  The operation to add a new member to a queue is usually called enqueue, and the operation to remove a member from a queue is usually called dequeue.   A queue abstract data type also supports the following methods:

· check to see if the queue is empty;

· check to see if the queue is full;

· find what is the front member without disturbing the queue;

The Queue interface in Java is defined as follows:

public interface Queue

{


boolean isEmpty( );


boolean isFull( );


void enqueue(Object member) throws FullQueueException;


Object dequeue( ) throws EmptyQueueException;


Object front( ) throws EmptyQueueException;

}

Classes FullQueueException and EmptyQueueException are defined as subclass of Exception.

2.  Circular Array Implementation

A queue may be implemented as a circular array or a (singly or doubly) linked list.  Here we provide a circular array implementation and the linked list implementations can be found in the textbook.

A circular array is an array with two indices to indicate the front and the rear of the array.  The index front is the index of the front member.  If the array is empty, front is (1.  The index rear is the index of the member of the array to store the next member.  If the array is empty, rear is 0.

public class CircularArrayQ implements Queue

{


private Object [ ] rep;


private int front;


// the index of the front member


private int rear;


// the first available index for the next member


private int size;


private int capacity;


private void reset( ) { front = -1; rear = 0; }


public CircularArrayQ(int c) 


{ 



rep = new Object[c]; 



capacity = c;



size = 0;



front = -1; 



rear = 0; 


}


public boolean isEmpty( ) { return front == -1; }


public boolean isFull( ) { return rear == front; }


public void enqueue (Object member) throws FullQueueException


{ 



if (!isFull( )) 



{ 




++size;

  


rep[rear++] = member; 




if (front == -1) { front = 0; }




if (rear == capacity) { rear = 0; } 



} 



else



{ throw new FullQueueException( ); }


}


public Object dequeue( ) throws EmptyQueueException


{ 



Object ob;



if (!isEmpty( )) 



{ 




--size;




ob = rep[front];







rep[front++] = null;




if ( front == capacity )




{ front = 0;  } 




if (front == rear)
{ reset( ); }



}



else { throw new EmptyQueueException( ); }



return ob; 


}


public Object front( ) throws EmptyQueueException


{ 



Object b = null;



if (!isEmpty( )) 



{ b = rep[front]; } 



else



{ throw new EmptyQueueException( ); }



return b;


}

}

All methods in this class runs in O(1) time.

3.  Applications of Queue ADT

Queues are used in Java to handle threads.  After a thread is created, it is added into a queue.  The front thread of the queue is removed and executed.  If the time allocated for this thread runs out but the thread is not finished, it is added to the rear of the queue.

Queues are also used frequently in simulation problems, since many systems can be regarded as a number of objects waiting in a queue to be processed.  For instance, the planes are in a queue to lang at an airport; the patients are in a queue to see a doctor; the customers are in a queue to have their hair cut by a barber; the processes are in a queue to be executed by the CPU in a computer.  

The following is a simple simulation program using a queue.  This program simulates the line-up at a cashier in a supermarket.  

We use a real number, of type double, to represent the time.  The total simulation time is given by a parameter simulationLength.  The cashier will work from time 0 until the last customer coming before time simulationLength is served.

The arrival of customers is generated by an object of class Random (defined in java.util) in the simulation method.  The time between the arrival of two customers, called the interArrivalTime, is a random variable satisfying an exponential distribution with a given mean, called interArrivalMean, and time needed to serve a customer is also a random variable satisfying an exponential distribution with a mean given by a parameter serviceTimeMean.

The purpose of this program is to find the average waiting time of a customer in the line, and the total idle time of the cashier.

import java.util.Random;

import java.text.DecimalFormat; 

class Customer

{


private double serviceTime;


private double arrivalTime;


private static Random arrivalTimeGenerator = new Random( );


private static Random serviceTimeGenerator = new Random( );


private static double previousArrivalTime = 0;


public Customer(double arrivalTimeMean, double serviceTimeMean)


{ 



arrivalTime = previousArrivalTime - arrivalTimeMean * 








Math.log(arrivalTimeGenerator.nextDouble( )); 



serviceTime = -serviceTimeMean * 








Math.log(serviceTimeGenerator.nextDouble( ));



previousArrivalTime = arrivalTime;


}


public double getServiceTime( )


{ return serviceTime; }


public double getArrivalTime( )


{ return arrivalTime; }


// a customer is printed in the format: customer(arrival time, service time)


public String toString( )


{ 



DecimalFormat fmt = new DecimalFormat ("0.00");



return ("Customer (" + fmt.format(arrivalTime) + ", " 








+ fmt.format(serviceTime) + ")"); 


}

}

public class Cashier

{


private static void simulate





(double arrivalMean, double serviceMean, double simulationLength)


{



Queue q = new CircularArrayQ(100);



double idleTime = 0; 



int customerCount = 0;



double totalWaitingTime = 0;



Customer currentCustomer = null;



DecimalFormat fmt = new DecimalFormat ("0.00");



// generate the first customer



Customer nextCustomer = new Customer(arrivalMean, serviceMean); 



double nextArrivalTime = nextCustomer.getArrivalTime ( );



double nextFinishTime = Double.POSITIVE_INFINITY;



double startIdleTime = 0;



while (nextArrivalTime < Double.POSITIVE_INFINITY 





|| nextFinishTime < Double.POSITIVE_INFINITY)



{




if (nextArrivalTime < nextFinishTime)
// process arrival of a customer




{





++customerCount;





System.out.println(nextCustomer + " arrived at " + 










fmt.format(nextArrivalTime));





if (nextFinishTime == Double.POSITIVE_INFINITY)
// the cashier is idle





{






nextFinishTime = nextArrivalTime + nextCustomer.getServiceTime( );






System.out.println(nextCustomer + " is served at " + 










fmt.format(nextArrivalTime));






idleTime += nextArrivalTime - startIdleTime;






currentCustomer = nextCustomer;





}





else






// the cashier is busy





{ 






System.out.println(nextCustomer + " goes to the line.");






try { q.enqueue(nextCustomer); } 






catch (FullQueueException e) { System.out.println("Queue Full!"); } 





}





// create next customer





nextCustomer = new Customer (arrivalMean, serviceMean);





nextArrivalTime = nextCustomer.getArrivalTime ( );





if (nextArrivalTime > simulationLength)





{






nextCustomer = null;






nextArrivalTime = Double.POSITIVE_INFINITY;





}




}




else





// process finish service




{





if (q.isEmpty( ))





{






System.out.println(currentCustomer + " is finished at " 











+ fmt.format(nextFinishTime)); 






startIdleTime = nextFinishTime;






nextFinishTime = Double.POSITIVE_INFINITY; 





}





else





{






try






{ 







currentCustomer = (Customer) q.dequeue( ); 







System.out.println(currentCustomer + " is served at time " + 












fmt.format(nextFinishTime));






}






catch(EmptyQueueException ex) { }

// never used






// find the time the customer has been waiting






double waitingTime = 









nextFinishTime - currentCustomer.getArrivalTime( ); 






System.out.println("This customer has waited for " 









+ fmt.format(waitingTime)); 






totalWaitingTime += waitingTime;






// update next finish time






nextFinishTime += currentCustomer.getServiceTime( );  





}




}



}



System.out.println("The number of customer served = " + customerCount);



System.out.println("The average waiting time of a customer = " 





+ fmt.format((double)totalWaitingTime / (double) customerCount)); 



System.out.println("The total idle time of the cashier = " + fmt.format(idleTime));



}


public static void main(String [ ] args)


{





simulate(1.0, 0.95, 10);


}

}

§ 3.  Deques

Deques (double-ended queues) homogeneous sequential abstract data structures that can be accessed from both ends.   Members may be added to either end of a deque, and removed from either end of a deque.  A Deque ADT may include the following methods:

· isEmpty:  returns true if the deque is empty

· isFull:  returns true if the deque is full

· firstMember:  returns the first member in the deque; if empty, throws an exception

· lastMember:  returns the last member in the deque; if empty, throws an exception

· insertFirst:  adds a new member at the beginning of the deque

· insertLast:  adds a new member at the end of the deque

· removeFirst:  removes the first member; if empty, throws an exception

· removeLast:  removes the last member; if empty, throws an exception 

· size:  returns the number of members currently in the deque 

A deque is best implemented in Java by a doubly linked list.  

When a Deque type is defined (as a class or an interface), Stacks and Queues can be defined using Deque.

Chapter 4.  Vectors, Lists and Sequences

§ 1.  Vectors
1.  Vector ADT

The Vector ADT is an abstraction of arrays.  It work like an array, but it does not have to be implemented by an array.  A vector is a homogeneous sequential container with random access to its members.  Similar to the indices of array members, every member of a vector has a rank, which is an integer starting from 0.  If i < j, we say that the member with rank i is before the member with rank j.  The rank of a member of a vector is the number of members before this member.  

The Vector ADT may support the following methods:

· elementAtRank(r);
// returns the data item with rank r in a vector

· add(e);


// adds a new member e at the end of a vector

· replaceAtRank(r, e);
// replaces the elements with rank r by object e
· insertAtRank(r, e);
// inserts a new member e to a vector at rank r; 

// r must be between 0 and size - 1 

· removeAtRank(r);

// removes the member with rank r from the vector 

// and returns the removed member

· size( );


// returns the number of members of a vector

· capacity( );

// returns the capacity of a vector

· isEmpty( );

// returns true if the vector is empty

If necessary, more methods may be defined in a Vector ADT as in Java built-in classes ArrayList and Vector.

(Note that the specification of the operation insertAtRank defined here is slightly different from that in the textbook.  In the textbook, parameter r in this operation may equal the size of the vector.  In this case, the new member is added to the end of the vector.  In the specification above, the maximum value of parameter r is size - 1.   This definition is closer to the methods defined in Java built-in class Vector.) 

2.  Implementation

An interface VectorADT in Java may be defined as follows:

public interface VectorADT

{


Object elementAtRank(int r) throws OutOfBoundaryException;


void add(Object e);


void replaceAtRank(int r, Object e) throws OutOfBoundaryException;


void insertAtRank(int r, Object e) throws OutOfBoundaryException;


Object removeAtRank(int r) throws OutOfBoundaryException;


int capacity( );


int size( );


boolean isEmpty( );

}

The array implementation of the Vector interface is trivial.  Since an array has a fixed length, it may overflow if too many members are added.  We may implement vectors by a kind of "arrays", whose capacity can be extended.  In Java package java.util, we have a class Vector that is actually "expendable arrays", but now we are going to define it ourselves.

public class ExpendableArrayVector implements VectorADT

{


private Object [ ] rep;


private int capacity = 1;


private int size = 0;


// constructors


ExpendableArrayVector( ) { rep = new Object[capacity]; }


ExpendableArrayVector(int c) 


{ 



capacity = c;



rep = new Object[capacity];


}


// helper methods


private void expend( )


{



// double the capacity



capacity *= 2;



Object [ ] newRep = new Object[capacity];



// copy the old array to the new one



for (int i = 0; i < size; ++i)



{ newRep[i] = rep[i]; }



rep = newRep;


}


private void shrink( )


{



// reduce the capacity



capacity = capacity / 2;


// integer division



Object [ ] newRep = new Object[capacity];



// copy the old array to the new one



for (int i = 0; i < size; ++i)



{ newRep[i] = rep[i]; }



rep = newRep;


}


// public methods


public Object elementAtRank(int r) throws OutOfBoundaryException


{



if (r < 0 || r >= size)



{ throw new OutOfBoundaryException( ); }



else



{ return rep[r]; }


}


public ExpendableArrayVector add(Object e)


{



if (size == capacity)



{ expend( ); }



rep[size++] = e;



return this;


}


public void replaceAtRank(int r, Object e) 









throws OutOfBoundaryException


{



if (r < 0 || r >= size)



{ throw new OutOfBoundaryException( ); }



else



{ rep[r] = e; }


}



public void insertAtRank(int r, Object e) 









throws OutOfBoundaryException


{



if (r < 0 || r >= size)



{ throw new OutOfBoundaryException( ); }



else



{ 




if (capacity == size)




{ expend( ); }




for (int i = size; i > r; --i)




{ rep[i] = rep[i - 1]; }




rep[r] = e;




++size;



}



}


public Object removeAtRank(int r) throws OutOfBoundaryException


{



Object toReturn;



if (r < 0 || r >= size)



{ throw new OutOfBoundaryException( ); }



else



{  




toReturn = rep[r];




--size;




for (int i = r; i < size; ++i)




{ rep[i] = rep[i + 1]; }




rep[size] = null;




if (size < capacity / 4 && size != 0) { shrink( ); }



}



return toReturn;


}


public int size( ) { return size; }


public int capacity( ) { return capacity; }


public boolean isEmpty( ) { return size == 0; }


// For the testing purpose, we include a toString method here


public String toString( )


{



String toReturn = "";



for (int i = 0; i < size; ++i)



{ toReturn += rep[i].toString( ) + " "; }



toReturn += "\ncapacity = " + Integer.toString(capacity);



return toReturn;


}

}
When n new members are added one by one to a vector initialized with capacity 1, the capacity grows every time when the size reaches a power of 2.  Although the expend operation is costly, which copies all members of the old array to a new array, the total complexity of this algorithm is still O(n).  For simplicity, let's suppose that we want to add n = 2k members in a Vector.  The capacity of the Vector grows from 1, to 2, to 22 = 4, …, to 2k = n.  The total number of members copied is 1 + 2 + 22 + … + 2k(1 = 2k ( 1 = n ( 1.  

If a Vector is implemented by an array as given above, since the members are randomly accessible, the insertAtRank and removeAtRank operations have a worst-case complexity O(n), where n is the size of the Vector.  The other operations take O(1) time.

§ 2.  Lists

1.  List ADT

A list is an abstraction of the data structure linked list.  A data item in a linked list is stored in a node.  In the List ADT, every data item is associated with a Position, which is an abstraction of the concept node.  Position is itself an abstract data type that supports a single method

element( );

// returns the data item stored at this Position.

A list is a collection of Positions arranged in a linear order.  Therefore, we may say that a Position is before (or after) another Position.  Using the method element( ), we can find the data item stored at a Position.

The List ADT supports the following methods:

· isEmpty( );
// returns true if the List is empty

· size( );

// returns the umber of members of a List

· first( );

// returns the first Position of a List

· last( );

// returns the last Position of a List

· isFirst(p);
// returns true if p is the first Position of the List

· isLast(p);
// returns true if p is the last Position of the List

· before(p);
// returns the Position that precedes p

· after(p);
// returns the Position that follows p

· replaceElement(p, e);
// replace the data item at Position p by e

· swapElements(p, q);
// swap the data items at Position p and q

· insertFirst(e);
// inserts a new Position that stores object e as the first Position

// of the list and returns the new Position

· insertLast(e);
// inserts a new Position that stores object e as the last Position

// of the list and returns the new Position

· insertBefore(p, e);
// inserts a new Position that stores object e in the list

// before Position p and returns the new Position

· insertAfter(p, e);
// inserts a new position that stores object e in the list 

// after Position p and returns the new Position

· remove(p);
// removes Position p from the List, returns the data item stored 

// at this Position

The following example illustrates the use of these operations on an empty List aList:

(i)  When aList is created, aList is an empty List:


aList: (empty)

(ii)  p1 = aList.insertFirst(1).
  Now aList has one Position stores data item 1:

aList:


Position 
p1

Data

1

(iii)  p2 = aList.insertLast(2).


aList:


Position 
p1
p2

Data

1
2

(iv)  p3 = aList.insertBefore(p2, 3).


aList:


Position 
p1
p3 p2

Data

1
3
2

(v)  p4 = aList.insertAfter(p3, 4).


aList:


Position 
p1
p3
p4
p2



Data

1
3
4
2

(vi)  p5 = aList.insertLast(5).


aList:


Position 
p1
p3
p4
p2
p5

Data

1
3
4
2
5

(vii)  p6 = aList.Last( ).
p6 = p5.

(viii)  p7 = aList.first( ).
p7 = p1.


(ix)  p8 = aList.before(p2).
p8 = p4.

(x)  p9 = aList.after(p2).
p9 = p5.

(xi)
 p10 = aList.after(p5).
Error.

(xii)  aList.replaceElement(p1, 6).


aList:


Position 
p1
p3
p4
p2
p5

Data

6
3
4
2
5

(xiii)  aList.swapElements(p3, p5).


aList:


Position 
p1
p3
p4
p2
p5

Data

6
5
4
2
3

(xiv)  x = p3.element( ).
x = 5.

(xv)  aList.remove(p4).

aList:


Position 
p1
p3
p2
p5

Data

6
5
2
3

List ADT is readily implemented as a doubly linked list.  By this implementation, all the methods run in O(1) time.

2.  Implementation

In a Java implementation, the List ADT is defined as an interface:

public interface ListADT

{


boolean isEmpty( );


Position first( ) throws EmptyContainerException;


Position last( ) throws EmptyContainerException;




boolean isFirst(Position p) throws InvalidPositionException;



boolean isLast(Position p) throws InvalidPositionException;



Position before(Position p) throws InvalidPositionException, 

BoundaryViolationException;



Position after(Position p) throws InvalidPositionException, 

BoundaryViolationException;




Object replaceElement(Position p, Object e) throws InvalidPositionException;



void swapElements(Position p, Position q) throws InvalidPositionException;



Position insertFirst(Object e);


Position insertLast(Object e);


Position insertBefore(Position p, Object e) throws InvalidPositionException;



Position insertAfter(Position p, Object e) throws InvalidPositionException;



Object remove(Position p) throws InvalidPositionException;


}

The Position type is define as an interface Position:

public interface Position

{ Object element( ); }

We may redefine class DoubleNode and class DoublyLinkedList that we introduced before to implement interface Position and interface ListADT (see textbook § 5.2).  However, we may also add another level of abstraction by introducing two new classes, called DNode, and DList respectively, as implementations of Position and ListADT.  Class DNode takes a DoubleNode as the only field, and class DList takes a DoublyLinkedList as the only field.  In this way, the methods in interface ListADT are implemented by methods in class DoublyLinkedList.  Assume this class and class DoublyLinkedList are in the same package, and head tail are protected.  Otherwise, we need public methods getHead( ) and getTail( ) in class DoublyLinkedList. 

Class DNode is defined as follows:

public class DNode implements Position

{


protected DoubleNode repNode;


public DNode(DoubleNode n)


{ repNode = n; }


public Object element( )


{ return repNode.getElement( ); }


public DoubleNode getRep( ) throws InvalidPositionException


{ 



if (this == null) { throw new InvalidPositionException( ); }



return repNode; 


}


public void setRep(DoubleNode n) throws InvalidPositionException


{ 





if (this == null) { throw new InvalidPositionException( ); }



repNode = n; 


}

}

Class DList is defined as follows:

public class DList implements ListADT

{


protected DoublyLinkedList repList;


public DList( )


{ repList = new DoublyLinkedList( ); }


public boolean isEmpty( )


{ return repList.isEmpty( ); }


public Position first( ) throws EmptyContainerException 


{ 



if (repList.isEmpty( ))



{ throw new EmptyContainerException( ); }



return new DNode(repList.head); 


}


public Position last( ) throws EmptyContainerException


{ 



if (repList.isEmpty( ))



{ throw new EmptyContainerException( ); }



return new DNode(repList.tail); 


}


public boolean isFirst(Position p) throws InvalidPositionException 


{ return ((DNode)p).getRep( ) == repList.head; }


public boolean isLast(Position p) throws InvalidPositionException


{ return ((DNode)p).getRep( ) == repList.tail; }


public Position before(Position p) throws InvalidPositionException, 












BoundaryViolationException


{ 



if (((DNode)p).getRep( ).getPrevious( ) == null)



{ throw new BoundaryViolationException( ); }



return new DNode(((DNode)p).getRep( ).getPrevious( )); 


}


public Position after(Position p) throws InvalidPositionException, 












BoundaryViolationException


{ 



if (((DNode)p).getRep( ).getNext( ) == null)



{ throw new BoundaryViolationException( ); }





return new DNode(((DNode)p).getRep( ).getNext( )); 


}


public Object replaceElement(Position p, Object e) throws InvalidPositionException


{



DoubleNode n = ((DNode)p).getRep( );



Object toReturn = n.getElement( );



n.setElement(e);



return toReturn;


}


public void swapElements(Position p, Position q) throws InvalidPositionException


{



DoubleNode n1 = ((DNode)p).getRep( );



DoubleNode n2 = ((DNode)q).getRep( );



Object temp = n1.getElement( );



n1.setElement(n2.getElement( ));



n2.setElement(temp);


}


public Position insertFirst(Object e)


{



repList.insertFirst(e);



return new DNode(repList.head);


}


public Position insertLast(Object e)


{



repList.insertLast(e);



return new DNode(repList.tail);


}


public Position insertBefore(Position p, Object e) throws InvalidPositionException


{



DoubleNode newNode = null;



DoubleNode n = ((DNode)p).getRep( );



DoubleNode pre = n.getPrevious( );



if (pre == null)



{ repList.insertFirst(e); }



else



{




newNode = new DoubleNode(e, pre, n);




n.setPrevious(newNode);




pre.setNext(newNode);



}



return new DNode(newNode);


}


public Position insertAfter(Position p, Object e) throws InvalidPositionException


{



DoubleNode newNode = null;



DoubleNode n = ((DNode)p).getRep( );



DoubleNode suc = n.getNext( );



if (suc == null)



{ repList.insertLast(e); }



else



{




newNode = new DoubleNode(e, n, suc);




n.setNext(newNode);




suc.setPrevious(newNode);



}



return new DNode(newNode);


}


public Object remove(Position p) throws InvalidPositionException


{



DoubleNode n = ((DNode)p).getRep( );



Object toReturn = n.getElement( );



repList.remove(n);



return toReturn;


}

}

In this implementation, all operations have the complexity O(1).

§ 3.  Sequences

A sequence is an ADT that supports all methods in both Vector ADT and List ADT.  In other words, the Positions in a List are given ranks.  The Sequence ADT supports two additional methods to relate a Position with its rank:

· atRank(r);

// returns the Position at rank r

· rankOf(p);

// returns the rank of Position p

The Sequence ADT can be implemented by an interface that extends both interface Vector and interface List:

public interface Sequence extends VectorADT, ListADT

{


Position atRank(int r);


int rankOf(Position p);

}

Note that the multiple inheritance is used for interfaces.

A sequence may be implemented by a doubly linked list or an array.  

If a sequence is implemented as a doubly linked list, since the rank of a given node is found by searching the list from one end, all operations related to rank, in particular, operations atRank and rankOf, need O(n) time.  

To implement a sequence by an array, every member of the array is a position.  Because we have to relate a position with its rank, in a position object, an additional field is added, which is the index of the position.  When a member is inserted or deleted, the index of each position is updated.  In this way, both operations atRank and rankOf take O(1) time, while any insertion or deletion operation takes O(n) time.  

§ 4.  Containers and Iterators

A container is a data structure that stores a collection of objects.  Vectors, Lists, and Sequences are all containers.  Different containers provide different ways to access the members (also called elements) stored in a container.  By storing objects in different containers, we specify the ways how the members can be accessed, added, removed, updated, or manipulated.

The implementation of a container data structure is hidden from the user to achieve modularity.  The designer is free to change the implementation of the container as long as the public methods (i.e., the interface) remain the same.

The container classes Vector, List, and Sequence provide means to enumerate ("walk through") all the members one by one in a container.  For instance, using the rank, we may process all members in a vector one by one.  Using positions, we may walk through a List container.  However, in some cases, when the user code has to enumerate the members in a container, the user code has to know the actual implementation of the container.  For instance, suppose we define a container called Set.  This container type supports only the methods to add a new member to a container, delete a specified member from a container, or check to see if a given member is in the container.  In this case, this container can be implemented by either an array or a linked list.  If the container is implemented as an array, then we have to use a for loop such as


for (int index = 0; index < size-of-the-container; ++index) 

{ do something for the current member; }

If a container is implemented as a linked list, then we may need a loop such as


for (memberType ref = firstMember; ref != null; ref = ref.nextMemeber) 

{ do something for the current member; }

To avoid revealing the implementation of the container, we may, associated with a container class, define another class called an iterator class.

An iterator class has a field, which is a reference to an object of a container class, and another field user to represent a member in this container.  Depending on the implementation of the container, the second field may be an integer (the index of a member of an array) or a reference to a node in a linked list.  

An iterator class also has some methods to move an iterator to walk through a container.  There is a number of different ways to define these methods.  Imitating the Java built-in Iterator class, we may define the following methods:

boolean hasNext( );

Object nextObject( );

If there are more members to be traversed in the container, method hasNext( ) returns true.  Method nextObject( ) returns the member that the iterator currently refers to and advances the iterator.

When an iterator is defined for a container, we may use a loop to return the members in this container one by one.

The following example defines an iterator class for the DList class:

public class ListIterator

{


private DList list;


private DNode iterator;


public ListIterator(DList aList) throws EmptyContainerException


{



list = aList;



iterator = (DNode) aList.first( ); 


}


public boolean hasNext( )


{ return iterator != null; } 


public Object next( ) throws InvalidPositionException


{ 



Object toReturn = iterator.getRep( ).getElement( ); 



iterator = new DNode(iterator.getRep( ).getNext( )); 



return toReturn;


}

}

Chapter 5.  Trees and Binary Trees

§ 1.  Trees

1.  Basic Concepts

A tree (more precisely, the trees we introduced here are rooted trees, we will see more general trees later) is a data structure that arranges the data items in a hierarchy.  Each data item is stored in a node.  If a tree does not have any node, it is an empty tree.  (In the textbook, every tree has at lease one node.  But we would allow an empty tree).  Every non-empty tree has exactly one node called the root.  A node also has links to other nodes called its children.    The root is said to have depth 0.  The children of the root have depth 1.  In general, if a node has depth i, then its children have depth i + 1.  The maximum depth of a node in a tree is called the height of the tree.  The height of an empty tree is defined to be (1.  If a node a is a child of a node b, then b is called the parent of a.  If two nodes have the same parent, they are siblings.  A node without any children is a leaf of the tree.  Leaves are also called external nodes.  If a node is not external, it is called an internal node.

A path in a tree is a sequence of nodes x1x2 … xm, such that xi+1 is a child of xi.  If a node y can be reached from a node x through a path, y is called a descendent of x, and x is called an ancestor of y.  A node x and all its descendents form a subtree.  The node x is the root of this subtree.  A subtree of a node x is a subtree with a child of x as the root.  A subtree of a tree T is a subtree of the root of T.   

If the children of a tree are ordered, the tree is called an ordered tree; otherwise, it is an unordered tree.  In other words, in an ordered tree, the children of a node are associated with different positions, such as the first child, the second child, or the left child, the right child and so on.  

A tree can be illustrated by a diagram.  A node is represented by a circle, and, a line segment is drawn downwards from a node x to a node y to mean that y is a child of x.  These line segments are called edges.  Note that the number of edges in a tree is always one less than the number of nodes.

2.  Tree Traversals

To process all nodes in a tree, we need to traverse a tree.  To traverse a tree means to give the nodes in a tree a linear order, and the nodes are processed according to this order.  There are a number of different ways to traverse a tree.  Here two commonly used ways are introduced:  the preorder traversal, and the postorder traversal.  

The preorder traversal processes the root first, and all the subtrees of the root are processed by preorder traversal recursively.

The postorder traversal processes all subtrees one by one by the postorder traversal and, finally, processes the root.

The algorithms that traverse a subtree with root v by preorder traversal and postorder traversal can be described recursively in pseudocode as follows:

algorithm preorderTraversal (tree T, Position v)
// v represents a node of T
{


process v;


if (! v.isExternal( ))



for each child u of v




preorderTraveral(T, u);

}

algorithm postorderTraversal (tree T, Position v)
// v represents a node of T
{


if (! v.isExternal( ))



for each child u of v




postorderTraveral(T, u);



process v;

}

To traverse the entire tree T, call the above algorithms from the root of T:

algorithm preorderTraversal(tree T)

{ preorderTraversal(T, T.root( )); }

algorithm postorderTraversal(tree T)

{ postorderTraversal(T, T.root( )); }

We will address the implementation of trees after we introduce a special kind of ordered trees:  the binary trees.

§ 2.  Binary Trees

1.  Definition

A binary tree is an ordered tree such that every node has at most two children.  Two children of a node are distinguished as the left child and the right child.  Let v be a node of a binary tree.  The subtree with the left child of v as the root is the left subtree of v, and the subtree with the right child of v as the root is the right subtree of v.  If a node v of a binary tree does not have a right (left) child, then the right (left) subtree of v is empty.  The left (right) subtree of the root of a binary tree T is the left (right) subtree of T.  

A binary tree is a proper binary tree, if every internal node has exactly two children.  In a proper binary tree, the number of nodes must be odd.  (In your textbook, it is assumed that every binary tree is proper.  But we do not impose this assumption here).

2.  Applications

(i)  The decision tree

In a decision tree, every internal node is a question with answers yes or no, and every leaf is an action.  Depending on the answer to each question, we may follow a path from the root to a leaf to take an appropriate action.

(ii)  The expression tree of an expression

An arithmetic expression can be represented by a binary tree:  The operands are the leaves.  The other nodes are operators.  An operator node N also represents the result of the expression represented by the subtree with N as the root.

Examples.  Expressions and their expression trees:
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(1 + 2) * 3



 +





*


    1

*



     +

3



     2   
       3


          1
2   


(1 + 2) / (5 * 6)
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3.  Properties of Binary Trees

A binary tree with height 0 has a single node, the root.  A binary tree has height 1 may have at most three nodes, at most two of them are leaves.  A binary tree with height 2 may have at most 7 nodes, at most 4 of them are leaves.  In general, if the height of a binary tree is h, it may have at most 2h+1 ( 1 nodes, among which at most 2h (if h ( 0) are leaves.  If we denote the number of nodes in a binary tree by n, and the number of leaves in a binary tree by l, then we have 


n ( 2h+1 ( 1, l ( 2h.

In other words,


h ( log2 (n + 1) ( 1, h ( log2 l.

If a binary tree with height h is proper, then it has at least h + 1 leaves, and the total number of nodes is at least 2h + 1.  Therefore,


h ( l ( 1, and h ( (n ( 1) / 2.

4.  Traversing Binary Trees

Because, in a binary tree, every node may have at most two children, besides the preorder traversal and the postorder traversal introduced for general trees, we may have a third way:  inorder traversal.  

The way of traversal a binary tree by each of the three orders can be defined recursively by the pseudocode:

// preorder traverse the subtree of T with root v

algorithm preorderTraversal (binaryTree T, node v)

{


if (v != null)


{



process v;



preorderTraverse (T, v.left);



preordeTtraverse (T, v.right);


}

}

// inorder traverse the subtree of T with root v

algorithm inorderTraversal (binaryTree T, node v)

{


if (v != null)


{



inorderTraverse (T, v.left);



process v;



inorderTraverse (T, v.right);


}

}

// postorder traverse the subtree of T with root v

algorithm postorderTraversal (binaryTree T, node v)

{


if (v != null)


{



postorderTraverse (T, v.left);



postorderTraverse (T, v.right);



process v;


}

}

You may interchange "left" and "right" to have three other ways.  However, we will always process the left subtree before the right subtree.

If an expression tree is post-order traversed, the ordered of the nodes being processed is the same as the postfix version of the expression is written.  This also suggests an algorithm to convert an expression from infix version to postfix version.

5.  Implementations of Binary Trees
Vector representation

A binary tree may be represented by a Vector (or simply, an array) A.  We use the notation A[i] to denote the member with rank i in the Vector.  The root is stored in A[1] (by convention, we leave the first member A[0] blank.  In this way, the parent of a member A[m] is A[m / 2]).  If a node is stored in A[i], then the left child of this node is stored in A[2i] and the right child of this node is stored in A[2i + 1].  If a child is missing, the corresponding member of the array is left undefined (or "null" in some sense).  If a binary tree with n nodes can be stored in a Vector A from A[1] to A[n] without undefined members, the binary tree is called a complete binary tree.  When the diagram of a complete binary tree is drawn, all leaves must be in two adjacent levels, and the bottom level is filled in from left to right.  

Suppose a complete binary tree is represented by a Vector.  If n is even, nodes A[1] to 

A[n / 2 ( 1] have two children, A[n / 2] has only one child, A[n / 2 + 1] to A[n] are leaves.  If n is odd, nodes A[1] to A[(n ( 1) / 2] have two children, and A[(n + 1) / 2] to A[n] are leaves.  The number of leaves in a complete binary tree with n nodes is (n / 2(, and the height h = (log2 (n + 1) ( 1( = (log2 l(.  

Linked structure representation

If a binary tree is not complete, a better way to represent it is to use a linked structure.   

The nodes of a binary tree are objects of the class BTNode:

// This class in used only in the BinaryTree class

// a friendly class with friendly members

class BTNode

{


// public fields


Object 
data;


BTNode 
left;


BTNode 
right;


BTNode 
parent;




// constructor


BTNode(Object item) { data = item; }



// reference fields are null

}

Then binary trees can be defined by the following class:

public class BinaryTree

{


private BTNode root;


// constructors


public BinaryTree( )

// default constructor


{ root = null; }


public BinaryTree(Object ob)




// initialize a binary tree with a single BTNode


{ root = new BTNode(ob); }


// return the root


public BTNode root( ) { return root; }


// calculate the depth of a BTNode recursively


public boolean isRoot(BTNode v)


{ return v == root; }


public boolean isLeaf(BTNode v)


{ return v.left == null && v.right == null; }


public boolean isEmpty( )


{ return root == null; }


// return the high of a subtree with a given root


protected int height(BTNode v)


{



int h = -1, leftH, rightH;



if (v != null)



{ 




leftH = height(v.left);




rightH = height(v.right);




h = ((leftH > rightH) ? leftH + 1 : rightH + 1);



}



return h;


}


// return the height of the tree


public int height( )


{ return height(root); }


// return the depth of a node


protected int depth(BTNode v)


{



int d = 0;



if (v.parent != null) { d = depth(v.parent) + 1; }



return d;


}


public int depth(Object ob)


{



int d = 0;



BTNode here = search(ob);



if (here != null)



{ d = depth(here); }



else



{ System.out.println(ob + " is not in this tree."); }



return d;


}


// searches the subtree with v as the root, returns a BTNode with the given data item, 


// returns null if not found


protected BTNode search(BTNode v, Object key)


{



BTNode found = null;



if (v != null)



{




if (v.data.equals(key)) { found = v; }




else




{ 





found = search(v.left, key);





if (found == null)





{ found = search(v.right, key); }




}



}



return found;


}


public Object search(Object key)


{ return search(root, key).data; }



// The reference returned is identical to the data stored in the node 


// Add a new node as the left child of a node,


// if the node already has a left child, output an error message


public void addLeftChildAt(BTNode v, Object ob)


{



BTNode newNode = new BTNode(ob);



if (v.left == null) { v.left = newNode; newNode.parent = v; }



else { System.err.println("Cannot add."); }


}


// Add a new node as the right child of a node,


// if the node already has a right child, output an error message


public void addRightChildAt(BTNode v, Object ob)


{



BTNode newNode = new BTNode(ob);



if (v.right == null) { v.right = newNode; newNode.parent = v; }



else { System.err.println("Cannot add."); }


}


// print the subtree with v as the root by inorder traversal


protected void inOrderPrint(BTNode v)


{



System.out.print("(");



if (v != null)



{




inOrderPrint(v.left);




System.out.print(v.data);




inOrderPrint(v.right);



}



System.out.print(")");


}



public void inOrderPrint( )


{ inOrderPrint(root); }



// more methods may be added according to the application

}

The following is a test class:

public class BTTest

{


static public void main(String [ ] args)


{



BinaryTree bt = new BinaryTree(new Integer(1));



BTNode it = bt.root( );



bt.addLeftChildAt(it, new Integer(2));



bt.addRightChildAt(it, new Integer(3));



it = it.right;



bt.addLeftChildAt(it, new Integer(4));



it = it.left;



bt.addRightChildAt(it, new Integer(5));



bt.inOrderPrint(bt.root( ));



System.out.println( );



System.out.println("The height of the tree is " + bt.height( )); 



System.out.println("The depth of one is " + bt.depth(new Integer(1)));



System.out.println



(((Integer)bt.search(new Integer(5)).data).intValue( ) + " is found in this tree.");



System.out.println("The depth of five is " + bt.depth(new Integer(5)));




}


}

6.  Implementing Trees by Binary Trees

Trees are usually implemented by binary trees.  Every node has two links:  one to its first child, and the other to its next sibling.  

// a friendly class with friendly members

class TNode

{


Object data;


TNode firstChild;


TNode nextSybling;


TNode(Object ob) { data = ob; }

}

Then the class Tree can be defined as follows:

public class Tree

{


private TNode root;


public Tree( ) { root = null; }



public Tree (Object ob)


{ root = new TNode(ob); }


public TNode root( ) { return root; }


public boolean isRoot(TNode v) { return v == root; }


public boolean isLeaf(TNode v) { return v.firstChild == null; }


// helper method


protected int height(TNode v)


{



int max = -1;



if (v != null)



{




if (isLeaf(v)) { max = 0; }




else 




{





for (TNode it = v.firstChild; it != null; it = it.nextSybling)





{ 






int h = height(it);






if (h > max)  { max = h; }





}





++max;




}



}



return max;


}


public int height( )


{ return height(root); }


public Tree addChild(TNode v, Object ob)


{



TNode newNode = new TNode(ob);



if (v.firstChild == null)



{ v.firstChild = newNode; }



else



{




TNode it = v.firstChild;




while (it.nextSybling != null) { it = it.nextSybling; } 




it.nextSybling = newNode;



}



return this;


}


public Tree addChild(Object parent, Object child)


{



TNode temp = search(parent);



if (temp != null)



{ addChild(temp, child); }



else



{ System.out.println(parent + " is not in this tree."); }



return this;


}


// returns a TNode in the subtree with root v that stores ob


protected TNode search(TNode v, Object ob)


{



TNode toReturn = v;



if (! toReturn.data.equals(ob))



{




TNode it = toReturn.firstChild;




while (it != null && (toReturn = search(it, ob)) == null)




{ it = it.nextSybling; }




if (it == null) { toReturn = null; }



}



return toReturn;


}


public Object search(Object ob)


{ return search(root, ob).data; }




// print a tree by pre-order traversal


protected void preOrderPrint(TNode v)


{



System.out.print(" (");



if (v != null)



{




System.out.print(v.data);




for (TNode it = v.firstChild; it != null; it = it.nextSybling)




{ preOrderPrint(it); }



}



System.out.print(") ");


}


public void preOrderPrint( )


{ preOrderPrint(root); System.out.println( ); }

}

§ 3.  Priority Queues and Heaps 

1.  Priority Queues

A priority queue stores data items that can be compared with their priorities.  If a member is removed from a priority queue, the member with the highest priority is removed.  (If different members with the same priority are allowed, then one of the members with the highest priority is removed).

A priority Queue supports the following operations:

· isEmpty( );

// returns true if a priority queue is empty

· isFull( );

// returns true if a priority queue is full

· insert(newMember)
// insert a new member into a priority queue

· remove( );

// remove the member with the highest priority and return it

A priority queue can be implemented by an array, a Vector, or a linked list, sorted or unsorted.  For instance, suppose a priority queue is implemented as an unsorted linked list.  When a new member is inserted, it is added to the end of the list.  If a member is to be removed from the priority queue, we search through the list to find the member with the highest priority, and remove it.  Suppose a priority queue is implemented by a sorted linked list.  The members are stored in a linked list according to the decreasing order of their priorities.  When a new member is inserted, we have to insert it in the right place of the list so that the list remains sorted.  If a member is to be removed from the queue, we simply remove the first member.

2.  Heaps

A heap is a complete binary tree with comparable nodes such that every node is greater than its children.  In particular, the empty binary tree and trees with a single node are heaps.  By the definition of a heap, the root is always the largest node.   Since a heap is always complete, it is usually implemented as an array.

Suppose a new member is to be added to a heap.  First, we add it as a new leaf at the lowest level.  In the array implementation, this new member have index n + 1, where n is the number of members in the original heap.  If this new member is less than its parent, we still have a heap.  If this new member is greater than its parent, swap this member with its parent.  Then compare this new member with its new parent and swap if necessary.  Continue in this way until the new member is less then its parent, or it becomes the root.  This operation is called up-heap.  This algorithm can be written in pseudocode as follows:

input.  An array A implementing a heap, a new member

output.  The same heap with the new member inserted

algorithm insert

{


A[n + 1] = newMember;


m = n + 1;


while (m > 1 && A[m] > A[m / 2])


{



swap(A[m], A[m / 2]);



m = m / 2;


}

}

We also need an algorithm called down-heap to build a heap.  Assume we have a binary tree T with comparable nodes.  In T, every node, possibly except the root, is greater than its children.  In other words, the left subtree and the right subtree are heaps, but the root may violate the heap property.  Then we may use the down-heap algorithm to build a heap.  

The down heap algorithm works as follows:  Compare the children of the root to find a larger child.  (If the root has only one child, the only child is the "larger child").  If the root is less than the larger child, swap the root with the larger child.  In this case, the data item stored in the root moves to the second level.  Compare it with the larger child again, and swap if necessary, until it is greater than its larger child, or it becomes a leaf. 

The down-heap algorithm can be written in pseudocode as follows:

input.  An array implementing a binary tree such that both subtrees are heaps

output.  The array rearranged to be a heap.

algorithm down-heap

{


m = 1;


while (m <= n / 2 && A[m] is less than larger child A[i])
     // i = 2m or 2m + 1


{ 



swap (A[m], A[i]);



m = i;


}

}

Note that, since the height of a complete binary tree is O(log n), where n is the number of nodes in the binary tree, both up-heap algorithm and down-heap algorithm work in 

O(log n) time.

We can use the down-heap algorithm to remove the root of a heap.  Swap the root with the last member of the heap.  Delete the last member from the heap.  Then use the down-heap algorithm to re-build the heap.

By these algorithms, we can use a heap to implement a priority queue.  The nodes are compared by their priority levels.  Since the root is the largest member, it has the highest priority.  If a new member is to be inserted into the priority queue, we use the up-heap algorithm to insert it into the heap.  When the member with the highest priority is to be removed from the priority queue, the root is removed.

3.  HeapSort

We may use a heap to sort an array.  This heapSort algorithm works in two stages.  At the first stage, we convert the input array into a heap.   This can be done by the down-heap algorithm.  Suppose A is a given array, regarded as the array implementation of a complete binary tree.  Since every leaf, as a binary tree with a single node, is a heap, we may build heap backwards.  Use downHeap(i) to denote the procedure down-heap used on the subtree starting from A[i].  The algorithm BuildHeap, written in pseudocode is the following:

procedure BuildHeap(A, n)



// A is an array with n members regarded as a complete binary tree

{


for i := n / 2 down to 1 do


{ downHeap(i); }

 }

At the second stage, swap the first member with the last member.  In this case, although the last member is not removed from the array, it is not regarded as a part of the heap.  Use the down-heap algorithm to re-build the heap in the same way as if the largest member is removed.  Keep doing this, until all the members are sorted.  It can be shown that the sum of the length of the paths from each not to a leaf is O(n), the first stage takes O(n) time.  The second stage also takes O(n log n) time.  In other words, the HeapSort algorithm is done in O(n log n) time.

Example.  Suppose a binary tree is given by the array A = {2, 1, 6, 3, 5, 4}.  The BuildHeap algorithm is carried out as follows:

Stage 1.  Build the heap


Compare 6 - 4

Compare 3 - 5, 1 - 5
Compare 5 - 6, 2 - 6 


No interchange
Interchange 1- 5
Interchange 2 - 6
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{2, 1, 6, 3, 5, 4}
{2, 1, 6, 3, 5, 4}
{2, 5, 6, 3, 1, 4}


Compare 2 - 4

The heap:  


Interchange 2 - 4
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{6, 5, 2, 3, 1, 4}
{6, 5, 4, 3, 1, 2}

Stage 2.  Sort the heap


Interchange 6 - 2
Compare 5 - 4, 2 - 5
Compare 3 - 1, 2 - 3





Interchange 2 - 5
Interchange 3 - 2
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{6, 5, 4, 3, 1, 2}
{2, 5, 4, 3, 1, 6}
{5, 2, 4, 3, 1, 6}


Interchange 1 - 5
Compare 3 - 4, 1 - 4
Interchange 2 - 4





Interchange 1 - 4
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{5, 3, 4, 2, 1, 6,}
{1, 2, 4, 2, 5, 6}
{4, 3, 1, 2, 5, 6}


Compare 1 - 3, 2 - 3
Interchange 3 - 1
Compare 1 - 2


Interchange 2 - 3



Interchange 1 - 2
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{2, 3, 1, 4, 5, 6}
{3, 2, 1, 4, 5, 6}
{1, 2, 3, 4, 5, 6}


Interchange 1 - 2
The sorted array:
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{2, 1, 3, 4, 5, 6}
{1, 2, 3, 4, 5, 6}

§ 4.  Binary Search Trees
1.  Binary Search Trees

Suppose the information stored in the nodes of a binary tree are comparable by a key.  The nodes of a binary tree may be arranged in a special order to make the search method more efficient.  We may say a node is greater than or less than another node if the key of the former is greater than or less than the latter.

A binary search tree is a binary tree with comparable nodes such that the parent node is greater than every node in its left subtree and less than every node in its right subtree.  (We assume no duplicated keys in a binary search tree.  The following algorithms may be modified easily to handle duplicated keys).

If we want to search a node with a given key, we compare the key with the root.  If the key is the same as that of the root, it is found.  Otherwise, if the key is less than the key of the root, continue to search in the left subtree.  If the key is greater than the key of the root, continue to search in the right subtree.  In this way, the search procedure goes along a single path from the root to a leaf, which uses at most h + 1 comparisons, where h is the height of the tree.  

If the tree is complete or close to complete, then h is approximately log2 (n + 1) ( 1, where n is the number of nodes.  In the worst case, we need h + 1 ( log2 (n + 1) comparisons.  However, the shape of a binary search depending on how the members are added into the tree one by one.  It is possible, for instance, the members are added in a sorted order, then the binary search tree is actually a path with one root and one leaf.  In this case, the maximum number of comparison needed to search for a given key is still O(n).       

The following algorithm searches a key in the subtree of a binary search tree with a given node as the root:

input.  A binary search tree T, a Node v, and a key key.

output.  A node in the subtree of T with v as the root that stores the data item key.

algorithm BSTSearch(T, v, key)

{


BSTNode found = null;


if (v is not null)


{



if (data item stored in v equals key)



{ found = v; }



else if (data item stored in v is greater than key)



{ found = BSTSearch(T, left child of v, key); }



else



{ found = BSTSearch(T, right child of v, key); }


}


return found; 

}

Adding a new member to a binary search tree follows the same idea:  If a binary search tree is empty, the new node becomes the root.  Otherwise, compare the key of the new member with the key of the root.  If the new key is greater than the key of the root, add it to the right subtree; if the new key is less than the key of the root, add it to the left subtree.

To delete a node from a binary search tree is more complicated.  After a node is deleted, we should still maintain the property of a binary search tree.  Consider the following cases:

(i)  If the node to be deleted is a leaf, then just delete it.

(ii)  If the node v to be deleted has a single child, then delete this node and connect the parent node of v directly to the only child of v.

(iii)  If the node has two children, then we replace the data item stored in the node that is to be deleted by the data item stored in the smallest node in its right subtree, and delete the smallest node in its right subtree, which does not have a left child.  To find the smallest node in its right subtree, we find the right child of this node, and follow the left link of this child to a node without a left child.  Similarly, we may also replace the node to be removed by the largest node in its left subtree. 

The following is a Java implementation of Binary Search Trees:

The data items stored in binary search trees are object in a class that implements the interface ComparableItem.

The nodes in binary search trees are defined by the following class:

// a friendly class with friendly members

class BSTNode

{


ComparableItem data;


BSTNode left;


BSTNode right;


BSTNode(ComparableItem ob) { data = ob; }

}

public class BSTree

{


private BSTNode root;


// constructors


public BSTree( )


{ root = null; }



public BSTree(ComparableItem ob)


{ root = new BSTNode(ob); }


// insert a new node in the subtree with root v


public BSTNode insert(BSTNode v, ComparableItem ob)


{



BSTNode newNode = new BSTNode(ob);



if (v == null)



{ v = newNode; }



else if ((v.data).isGreaterThan(ob))



{ v.left = insert(v.left, ob); }



else



{ v.right = insert(v.right, ob); }



return v;


}


// insert a new node in a binary search tree


public BSTree insert(ComparableItem ob)


{ insert(root, ob); return this; }


// search a key in a subtree with root v


public BSTNode search(BSTNode v, ComparableItem key)


{



BSTNode found = null;



if (v != null)



{




if (v.data == key)




{ found = v; }




else if ((v.data).isGreaterThan(key))




{ found = search(v.left, key); }




else { found = search(v.right, key); }



}



return found;


}


// search a key in a binary search tree


public BSTNode search(ComparableItem key)


{ return search(root, key); }


// remove a node storing c from a subtree with v as the root


private BSTNode remove(BSTNode v, ComparableItem c)


{



if (v != null)



{




ComparableItem item = v.data;




if (c.isLessThan(item))




{ v.left = remove(v.left, c); }




else if (c.isGreaterThan(item))




{ v.right = remove(v.right, c); }




else




// c == item




{





if (v.left != null && v.right != null)
// removing a leaf





{






// Find the smallest member in the right subtree






BSTNode min = v.right;






while (min.left != null)






{ min = min.left; }






v.data = min.data; 






// remove min






remove(v.right, min.data);





}





else if (v.left == null)





{ v = v.right; }





else 





{ v = v.left; }




}



}



return v;


}


public BSTree remove(ComparableItem c)


{ remove (root, c); return this; }


// helper method for print


private void inOrderPrint(BSTNode v)


{ 



if (v != null)



{




inOrderPrint(v.left);




System.out.println(v.data);




inOrderPrint(v.right);



}


}


public void inOrderPrint( )


{ inOrderPrint(root); }

}

To test this class, we used the class DirectoryEntry, which is a subclass of ComparableItem.

The test class is defined as the following:

public class BSTTest

{


public static void main(String [ ] args)


{



DirectoryEntry d1 = new DirectoryEntry("Miller, Reggie", "0031");



DirectoryEntry d2 = new DirectoryEntry("Olajuwon, Hakeem", "1034");



DirectoryEntry d3 = new DirectoryEntry("Carter, Vince", "0015");



DirectoryEntry d4 = new DirectoryEntry("Bryant, Kobe", "0080");



DirectoryEntry d5 = new DirectoryEntry("Robinson, David", "0050");



DirectoryEntry d6 = new DirectoryEntry("Rose, Jalen", "0005");



DirectoryEntry d7 = new DirectoryEntry("Malone, Karl", "0032");



DirectoryEntry d8 = new DirectoryEntry("Ewing, Patrick", "0033");



DirectoryEntry d9 = new DirectoryEntry("O'Neal, Shaquille", "0034");



BSTree bst = new BSTree(d1);



bst.insert(d2).insert(d3).insert(d4).insert(d5)

   




.insert(d6).insert(d7).insert(d8).insert(d9);



System.out.println("The members of the tree is:");



bst.inOrderPrint( );



System.out.println( );



System.out.println



(((DirectoryEntry)bst.remove(d3)).getName( ) + " is removed.");



System.out.println



(((DirectoryEntry)bst.remove(d5)).getName( ) + " is removed.");



System.out.println



(((DirectoryEntry)bst.remove(d9)).getName( ) + " is removed.");



System.out.println( );



System.out.println("After removals, the tree is:");





bst.inOrderPrint( );


}



}

The output of the program is

The members of the tree is:

Bryant, Kobe 0080

Carter, Vince 0015

Ewing, Patrick 0033

Malone, Karl 0032

Miller, Reggie 0031

O'Neal, Shaquille 0034

Olajuwon, Hakeem 1034

Robinson, David 0050

Rose, Jalen 0005

Carter, Vince is removed.

Robinson, David is removed.

O'Neal, Shaquille is removed.

After removals, the tree is:

Bryant, Kobe 0080

Ewing, Patrick 0033

Malone, Karl 0032

Miller, Reggie 0031

Olajuwon, Hakeem 1034

Rose, Jalen 0005

2.  AVL Trees

When we want to search a binary search tree to find a given key, the number of comparisons needed depends on the shape of the tree.  If a binary search tree is "nearly balanced", then the number of comparison needed to search a binary search tree with n nodes for a given key is O(log n) in the worst case.  But, if the tree is not balanced, we may needed O(n) comparisons.  Since the maximum number of comparisons is the length of a longest path from the root to a leaf in a binary search tree, a binary search tree is "nearly balanced" if the paths from the root to leaves are of almost the same length.

An AVL tree is a binary search tree such that the difference between the heights of two subtrees of every node is at most 1.  Theoretical study shows that the height of an AVL tree is O(log n).  (See the textbook for a formal proof). 

Examples of AVL trees and non-AVL trees

AVL trees:


Non-AVL Trees:


Because we have to check the AVL property every time when a node is inserted or deleted, every node in an AVL tree has an additional field that is the height of the subtree with this node as the root.  During the insertion and deletion operations, this field has to be updated.

Building an AVL tree
An AVL tree is built by adding the nodes one by one in the same way as to build a binary search tree.  However, after each node is added to the tree, we have to check to see if the property of an AVL is maintained.  If this property is deteriorated, we have to do some operations to restore this property.

There are four such operations, called the left rotation, the right rotation, double left rotation and double right rotation, respectively.  To describe this operations, we need some notations.  Let N be a node of a tree.  We denote the right subtree of N by Tr(N), the right subtree of Tr(N) by Trr(N), the left subtree of Tr(N) by Trl(N).  Similarly, we can define Tl(N), Tlr(N) and Tll(N), and so on.

These four operations are defined as follows:

A left rotation with respect to a node N is to replace the subtree with root N by another tree:  The root of this new tree is the right child R of N, the right subtree of R is Tr(R), and the left subtree has N as the root, the right subtree of N in the new tree is Tl(R), and the left subtree of N in the new tree is Tl(N).  This can be illustrated by the following diagram:
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Before a left rotation


After a left rotation

Note that, after a left rotation, the depths of the nodes in T3 are reduced by 1, the depths of the nodes in T1 are increased by 1, and the depths of the nodes in T2 are not changed.

A right rotation is defined similarly.  The diagram to illustrate the right rotation is as follows:
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After a right rotation

The depths of the nodes in T1 are reduced by 1, the depths of the nodes in T3 are increased by 1, and the depths of the node in T2 are not changed.

A double left rotation with respect to a node N is to do a right rotation with respect to the right child R of N, and do a left rotation with respect to N.

The diagram to illustrate a double left rotation is the following:
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       Before a double left rotation

After a double left rotation

The depths of the nodes in T1 are increased by 1, the depths of the nodes in T2 and T3 are reduced by 1, and the depths of the nodes in T4 are not changed.

A double right rotation with respect to a node N is to do a left rotation with respect to the left child L of N, and do a right rotation with respect to N.

The diagram to illustrate a double right rotation is the following:
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       Before a double right rotation

After a double right rotation

The depths of the nodes in T4 are increased by 1, the depths of the nodes in T2 and T3 are reduced by 1, and the depths of the nodes in T1 is not changed.

These rotation operations can be expressed by formal expressions that look like the associative law of some operations:

Use T1 (N) T2 to represent a binary tree with root N, left subtree T1 and right subtree T2.  Then the rotation operations can be denoted by the following "formulas":

Left rotation:


T1 (N) (T2 (R) T3) (  (T1 (N) T2) (R) T3.

Right rotation:


(T1 (L) T2) (N) T3 (  T1 (L) (T2 (N) T3).

Double left rotation:


T1 (N) ((T2 (RL) T3) (R) T4) (  (T1 (N) T2) (RL) (T3 (R) T4).

Double right rotation:


(T1 (L) (T2 (LR) T3)) (N) T4 (  (T1 (L) T2) (LR) (T3 (N) T4). 

  

Note that, since any rotation operation changes at most three parent-child relations, such an operation is done in O(1) time.

After a new node is added to an AVL tree, the height of Tr(N) and Tl(N) may have a difference 2.  This could happen only in the following case:  One of the subtrees, say Tr(N) was of a height h, Tl(N) had a height h – 1, and, after a new node is added to it, the new node goes to Tr(N) and increases the height of Tr(N) to h + 1.   

Consider two cases:

Case 1.  The new node went to Trr(N).  

After a left rotation with respect to N, both the left subtree and the right subtree have height h.

Case 2.  The new node went to Trl(N).

After a double left rotation with respect to N, both the left subtree and the right subtree have height h.

If the new node goes to the left subtree, use right rotation or double right rotation in the same manner will restore the AVL property.

Now consider the case when a node is removed from an AVL tree.  Suppose, after a node is removed, the left tree of a node N has height h ( 1, and the right subtree has height h + 1.  Denote the right child of N by R.  Consider two cases:

Case 1.  The right subtree of R has height h.

In this case, a left rotation with respect to N will restore the AVL property.  This situation is illustrated as follows:

After a node is remove from the left subtree of N:









After a left rotation about N:









Case 2.  The right subtree of R has height h ( 1.

In this case, a double left rotation will restore the AVL property.  This situation is illustrated by the following diagrams:

After a node is removed from the left subtree of N:









After a double left rotation about N:









This operation balanced the subtree with root RL.  However, the height of this tree is reduced by 1.  This may cause a new unbalanced node.  We have to trace upwards from this subtree to balance the ancestors of this node.  Let's look at an example:  Suppose the original AVL tree is the following:


Now the node 26 is removed.  Then the subtree with root 27 is unbalanced.  Use a double left rotation, this part of tree becomes balance as follows:


Now the tree with root 25 is unbalanced.  We need a right rotation about the root 25.  After this rotation, we have the following balanced AVL tree again:


Since the height of an AVL tree is O(log n), we need at most O(log n) rotations to restore the AVL property.  In other words, the remove operation takes O(log n) time.

If, after a node is removed, the height of the left subtree of a node N is two more than the right subtree of N, use right rotation or double right rotation to restore the AVL property.

Chapter 6.  Dictionaries and Hashtables 

§ 1.  Dictionaries

A dictionary is a container that stores ordered pairs.  An ordered pair (k, e) is called an item.  The first component of an item is the key, and the second component is the element.  All keys of items in a dictionary have the same type, and all elements of items in a dictionary have the same type.  In a generic definition of items in Java, both the keys and elements are of the type Object.

A dictionary ADT may support the following methods:

· isEmpty( );

// returns true is there is no item in the dictionary

· isFull( );

// returns true if the dictionary is full

· size( );


// returns the current number of items in a dictionary

· capacity( );

// returns the maximum number of items a dictionary can 

// store

· findElement(k);
// returns the element in an item with k as the key

· insertElement(k, e);
// inserts a new item with key k and element e

· removeElement(k);
// removes an item with key k

If we want to "walk through" all keys or all elements in a dictionary, we may define the following methods:

· keys( );

// returns an iterator that moves along all items 

// in the dictionary to find all keys

· elements( );

// returns an iterator that moves along all items

// in the dictionary to find all elements

In this case, an Iterator class has to be defined along with the dictionary class.

If we allow different members of a dictionary have the same key, we may also define methods like:

· findAll(k)

// returns an iterator to all items with key k
· removeAll(k)

// removes all items with key k

A dictionary can be implemented by an array, a Vector, or a List.  If the key are comparable, we may use a binary search tree to implement a dictionary.  Another commonly use way to implement a dictionary is the hash tables.

§ 2.  Hash Tables

1.  Introducing Hash Tables

Hash code of the key

A hash table is an array (or Vector), called the bucket array.  To store the items into the bucket array, the keys of items are converted to integers, called the hash code of this key.  Depending on what is the type of the key, different scheme may be used to do this conversion.  (In Java, the class Object has a method called hashCode( ), which gives an object a hash code.  In a user defined class, this function may be overridden to provide a way to give an object a hash code).   

If a data item uses the same bytes as the hash code, we may simply recognize the bit pattern as an integer.  For instance, suppose we want to create hash code represented by 4 bytes.   A data item, say a float value, is represent by a bit pattern A02B13CC (in hexadecimal format), then we may use this bit pattern as if it is an integer to be the hash code of this data item.

If a data item is stored in a number of bytes more than the size of the hash code, then we may choose certain bit from the bit pattern to have a hash code, or, we may separate the bite pattern into a number of segments, recognize each segment as an integer, and add up these integers (ignore the overflow).  For instance, suppose a hash code takes one byte, and a data item is stored in four bytes.  Suppose this item is represented by the bit pattern


1101,0011,1010,1100,0000,0010,1001,0100

One way is to take the first bit in every group of four bits.  Then we have the hash code 10110010.  The other way is to add up the bit patterns


1101,0011 + 1010,1100 + 0000,0010 + 1001,0100 = 0001,0101

and use this sum as the hash code of this data item.

In may applications, the key is a string.  We need special method to convert a string to a hash code.

The simplest way is to add up the integer code (ASCII code or Unicode) of characters in this string to have the hash code.  If there is an overflow, simply ignore the overflow, or use the remainder of the result dividing by the max value of the code.

This method has two problems:  First, if the strings are short, then all strings will have a small hash code.  Second, different strings with the same characters will have the same hash code (in other words, the order of the characters in a string is not taken into account).

To make the index large enough to distribute the keys evenly in the range of the hash code, and also to take into account the order of the characters in the string, we may make the characters in the character string as coefficients of a polynomial.  For instance, if we have a string "string", then we calculate the value of the polynomial


's'x5 + 't'x4 + 'r'x3 + 'i'x2 + 'n'x + 'g',

where 's', 't', …, 'g' are integer codes (ASCII or Unicode) of these characters and x is an integer, usually a prime number.  

To evaluate this polynomial, we use the algorithm introduced at the beginning of this course:


P(x) = ((((('s' * x) + 't') * x + 'r') * x + 'i') * x + 'n') * x + 'g';

By experience, x = 33, 37, 39, and 41, are good choices.  The following method uses x = 37 to calculate the hash code of a string:

public static int hashCode(String key, int maxCodeValue)

{


int code = 0;


for (int i = 0; i < key.length( ); ++i)


{ 



code = 37 * code + (int)key.charAt(i); 



if (code < 0)

// if overflow occurs



{ index += maxCode; }


}


return code;

}

The Compression map

A natural way is to store an item with a key, whose hash code is i, at the place of the bucket array with index i.  However, the range of the hash code may be much larger than the capacity of the bucket array.  Therefore, we need a function, called the hash function (or the compression map), to map the hash code to an index of the bucket array.  This function is denoted by i = h(n), where n is the hash code of a key and i is an index in the bucket array.  

The following are some commonly used methods of defining a hash function:  

(i)  Selecting digits:  Simple and fast, but, generally, it does not distribute keys evenly into locations.  A special case is truncation, i.e., use only the first few digits or last few digits.  For instance, using the last two digits, 1234 is stored at location 34, 3452 is stored at location 52.

(ii)  Folding:  Add the digits or blocks of digits of the key.  For instance, 123456 may be mapped to 1 + 2 + ... + 6 = 21, or 12 + 34 + 56 = 102, or 123 + 456 = 579.  Double folding:   123 + 456 = 579, 5 + 7 + 9 = 21.

(iii)  Middle squaring:  Take the middle few digits and square it.  Then , if necessary, select some digits from the result.  For instance, Take the square of the middle two digits and choose the last two digits.  Then 1234 is stored at location 29, since 232 = 529; 3452 is stored at 25, since 452 = 2025.

(iv)  Modulo arithmetic:

h(x) = x % n, where n is the size of the table.

If the hash code of the keys are random, this function distributes keys evenly into locations.

2.  Operations on Hash Tables

Insertion and Collision handling

The hash function is usually a many-to-one function.  In other words, many hash code values are mapped to the same index.  When a new item is to be inserted into a hash table, the key n of the item is first converted to an index by the hash function i = h(n).  If the place in the bucket array with index i is vacant, the new item is stored there.  If this place is occupied by a previously entered item, a collision occurs.  

There is a number of ways to resolve the collision problem: 

(i)  Chaining

The members of the bucket array are references of lists or vectors.  When a new item is inserted into the table, it is inserted into a list or vector at the index calculated by the hash function. 

Example.  Suppose we are going to store items with hash codes 35, 72, 52, 46, 39, 14, and 20, in a bucket array with hash function f(n) = n % 11.  Then location 2 contains a list (or vector) with members 35, 46 and 24, location 3 contains a list (or vector) with a single member 14, location 6 contains a list (or vector) with members 72 and 39, location 8 contains a list (or vector) with a single member 52.
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(ii)  Open addressing with linear or quadratic probing

Linear Probing

This method stores the items in the bucket array.  If the designated location of the array is empty, the item is placed there.  Otherwise, another empty location is to be found for this item.  This procedure is called probing.  Linear probing means that we try to find an empty location by looking at (i.e., probe) the locations one by one starting from the designated location towards the lower end.  When the first location is reached, it "wraps up" to the highest location.

Example.  Again, suppose we are going to store 35, 72, 52, 46, 39, 14, and 24, in an array with hash function f(n) = n % 11.

35 is stored at location 2, 72 is stored at location 6, and 52 is stored at location 8.  Now 46 has a collision.  It is to be stored at location 2, but location 2 is occupied by 35.  Then look at location 2 ( 1 = 1.  Location 1 is empty.  Hence, 46 is stored at location 1.  Next, 39 is to be stored at location 6, but location 6 is occupied by 72.  Look at 6 ( 1 = 5, and we find that location 5 is empty.  Then, stored 39 at location 5.  14 is stored at location 3.  Finally, 24 is to be stored at location 2, but 2 is occupied.  Look at 2 ( 1 = 1.  Location 1 is also occupied, but location 1 ( 1 = 0 is empty.  Therefore, 24 is stored at location 0.   

This method has a problem called primary clustering.  Since the colliding keys are stored in consecutive locations, they become a cluster.  When the number of members in a hashing table grows, those clusters merge into larger clusters.  This makes the insertion operation less efficient because a new item that is to be stored in a location within a cluster has to search through the entire cluster to find a vacant location.  This can be made better by choosing a constant decrement other than 1.

We may look at the locations in other sequences like i, i ( m, i ( 2m, i ( 3m, ... .  The only requirement is that m is relative prime to the total number of locations, so that this sequence will eventually go through every location of the array.  The number m is called the decrement of the probing.

For instance, in the previous example, we may let m = 3.  In this case, we store 35 at location 2, 72 at location 6, and 52 at location 8 as before.  Then here comes 46, which is to be stored at location 2.  Since location 2 is occupied, we look at location 2 ( 3 = 10 (mod 11).  Location 10 is empty.  Then, 46 is stored at location 10.  39 is to be stored at location 6, but 6 is occupied by 72.  6 ( 3 = 3.  We stored 39 at location 3.  14 is to be stored at location 3, but 3 is occupied by 39.  3 ( 3 = 0, which is empty.  14 is stored at location 0.  The last key 24 is to be stored at location 2, which is occupied.  2 ( 3 = 10, which is also occupied.  Then 10 ( 3 = 7, and 24 is stored at location 7.

Quadratic probing

This method uses a quadratic decrement to reduce clustering.  Suppose a key n is to be stored at location i = h(n), where h is the hash function.  If location i is occupied, then we look at the locations (i ( 1) mod tableSize, (i ( 4) mod tableSize, (i ( 9) mod tableSize, …, and so on.

Example.  Look at the same example again.  Suppose we are going to store 35, 72, 52, 46, 39, 14, and 24, in a table with hash function f(n) = n % 11.

After we store 35 at location 2, 72 at location 6, and 52 at location 8, 46 has a collision at location 2.  2 ( 1 = 1.  The key 46 is stored at location 1.  The key 39 is stored at location 6 ( 1 = 5, and 14 is stored at location 3.  Now the key 24 is to be stored at location 2 again.  Since location 2 ( 1 = 1 is occupied, but 2 ( 4 = 9 (mod 11) is empty, 24 is stored at location 9.

These methods have a common problem:  If a location is occupied, and two more entries have this location as the designated location, then they follow the same sequence of probing.  This is called the secondly clustering.  The second has to probe more locations than the first to find an empty location.  The following strategy avoids this problem.

(iii)  Open addressing with double hashing

Open addressing with double hashing works similar to linear probing.  The difference is the decrement is no longer a constant.   The decrement is calculated from the key by a function p(n) called the decrement function.

Commonly used decrement functions are of the following type:


p(x) = max (integer part of x / n, 1), or 


p(x) = x % m + 1, where m is an appropriately chosen integer.  

To cover all locations in the array, p(x) has to be relatively prime to n.  Since p(x) takes different values for different keys, n, the size of the table, is usually chosen to be a prime number.  Another way is to define the size of the bucket array to be a power of 2, and p(x) is always made to be an odd number.

Example.  Consider the previous example.  We are going to store 35, 72, 52, 46, 39, 14, and 24, in a bucket array with hash function f(n) = n % 11.  The decrement function is the integer part of the key divided by 11.  It is defined to be 1 if the integer part is 0.  I.e., p(n) = max(1, n / 11).

Store 35 at location 2, 72 at location 6, and 52 at location 8.  Then 46 has a collision.  The decrement function gives p(46) = 4.  2 ( 4 ( 9 (mod 11), and 46 is stored at location 9.  39 has a collision with 72 at location 6.  p(39) = 3.  6 ( 3 = 3, and 39 is stored at location 3.  14 is to be stored at location 3, which is occupied by 39.  p(14) = 1, 3 ( 1 = 2.  But location 2 is occupied by 35.  2 ( 1 = 1.  14 is stored at location 1.  Finally, 24 is to be stored at location 2, which is occupied by 35.  p(24) = 2, 2 ( 2 = 0.  Therefore, 24 is stored at location 0.
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Searching and deletion

Searching goes the same way as insertion.  Suppose we want to search an element k in a hash table with open addressing.  First, use the hash function to find the location f(k).  If k is not at this location, find the decrement p(n), (which is a constant if linear probing is used) and look into locations f(k) ( p(n), f(k) ( 2p(n), f(k) ( 3p(n), and so on, until find k, or an empty cell is detected. 

Deletion of an element from a hashing table with open addressing is difficult.  Let's look at the previous example with hash function f(n) = n % 11, and decrement function 

p(n) = max(n / 11, 1).  After the sequence 35, 72, 52, 46, 39, 14, and 24 is inserted, 35 is stored at location 2, 72 is stored at location 6, 52 is stored at location 8, 46 is stored at 9, 39 is stored at 3, 14 is stored at 1, and 24 is stored at 0.  



24   14  35  39               72         52  46 
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Now suppose 35 is deleted from this table.  Next, we want to search for 14.  From the hashing function, we first look into location 3, and find 39 there.  The decrement of 14 is 1.  Then we look into location 2, and find an empty cell.  We would conclude that 14 is not in the table, which is actually not true.  

There are a number of ways to solve this problem.  One of the ways is to continue the search until either the key is found or all the cells are checked (without stopping at an empty cell).  Another way is use a special flag to mark a cell where an element was deleted, so that the search will not stop at such a cell.  This makes the program complicated, and, if there are a lot of insertion and deletion, all empty cells may be marked deleted.  

If deletion is frequently used, we would better to use chaining instead of open addressing.     

3.  Java Implementation of Hashing Tables

The type Item is defined as a class:

public class Item

{


private Object key;


private Object element;


// constructor


public Item(Object k, Object e)


{



key = k;



element = e;


}


public Object getKey( )


{ return key; }


public Object getElement( )


{ return element; }


public void setElement(Object e)


{ element = e; } 

}

Hashing table with chaining

We may use the ExpendableArrayVector to implement the members in the bucket array.  

To specify the objects stored in this ExpendableArrayVector, a class ItemVector is defined:

public class ItemVector

{


private VectorADT rep;


// constructor


public ItemVector( )


{ rep = new ExpendableArrayVector( ); }


// methods


public void add(Item i)


{ rep.add(i); }


public int search(Object key)


{ 



int i = 0;



for(;i < rep.size( ); ++i)



{




try




{





if (((Item)rep.elementAtRank(i)).getKey( ).equals(key))





{ break; }




}




catch (OutOfBoundaryException e) {}



} 



return i;


}


public Object elementAtRank(int r)


{



Object toReturn = null;



try



{ toReturn =((Item)rep.elementAtRank(r)).getElement( ); }



catch(OutOfBoundaryException e) { }



return toReturn;


}


public void remove(Object key)


{



int rank = search(key);



if (rank != rep.size( ))



{ 




try




{ rep.removeAtRank(rank); }




catch (OutOfBoundaryException e) {}



}


}

}

public class HashTableWithChaining



{


private ItemVector[ ] bucket;


private int capacity;


private int size;


// constructor


public HashTableWithChaining(int n)

// constructor


{ 



capacity = n;



bucket = new ItemVector[capacity];



for (int i = 0; i < capacity; ++i)



{ bucket [i] = new ItemVector( ); }


}


// Hash function


private int hashFunction(Object key)


{ return key.hashCode( ) % capacity; }


// method hashCode is defined in class Object


// if key has a user defined type, method hashCode must be overridden in that class


// public methods


public boolean isFull( )


{ return false; }


public void insert(Item newMember)


{



if (!isFull( ))



{

 




++size;




bucket[hashFunction(newMember.getKey( ))].add(newMember); 



}


}


// add( ) is a method in class ExpendableArrayVector


// that adds the new member to the end of a vector.


public Object search(Object key)


{ 



ItemVector temp = bucket[hashFunction(key)];



return temp.elementAtRank(temp.search(key)); 


}


public void remove(Object key)


{ bucket[hashFunction(key)].remove(key); }

}

Hashing tables with open addressing and double hashing

The following example implements hashing tables with hash function f(key) = key % tableSize and decrement function p(key) = key / tableSize + 1.



public class HashTableWithOpenAddressing

{


private Item [ ] bucket;


private int capacity;


private int size;

public class HashTableWithOpenAddressing

{


private Item [ ] bucket;


private int capacity;


private int size;


// constructor


public HashTableWithOpenAddressing(int n)
// constructor


{



capacity = n;



bucket = new Item[n];


}


// hash function and decrement function


private int hashFunction(Object key)


{ return key.hashCode( ) % capacity; }


private int decrement(Object key)


{ return key.hashCode( ) / capacity + 1; }


// public methods


public boolean isFull( )


{ return capacity == size; }


public void insert(Item newMember)


{



if (!isFull( ))



{




Object key = newMember.getKey( );




int index = hashFunction(key);




int dec = decrement(key); 




boolean done = false;




while (!done)




{





if (bucket[index] == null) 





{ 






done = true;






bucket[index] = newMember; 





}





else { index = (index - dec) % capacity; }




}

 

}


}


// returns element in an item with the given key


public Object search(Object key)


{



int index = hashFunction(key);



int dec
= decrement(key);



boolean done = false;



Object result = null;



int count = 0;



while (!done)



{




if (bucket[index] == null)
// not found




{ done = true; }




else if (bucket[index].getKey( ).equals(key))  // found




{ 





done = true;





result = bucket[index].getElement( );




}




else 

// keep looking




{ 





++count;





if (count == capacity) { done = true; }





else { index = (index - dec) % capacity; } 




}

  

}



return result; 


}

}

Note that the remove method is not define in this class.

§ 3.  Efficiency Analysis of Hashing

The average number of elements to be examined in a successful searching depends on the ratio of the actual number of members in a hashing table and the size of the table.  This ratio is called the loading factor, denoted by .  Let the average number of comparisons needed in a successful searching be N.  Assume no deletion is performed.

If the open addressing with linear probing is used, we have, approximately,


N1 = [1 + 1 / (1 ( )] / 2.

If the open addressing with double hashing is used, we have, approximately,


N2 = ( ln (1 ( ) / .

If the chained hashing is used, we have, approximately,


N3 = 1 +  / 2.

The following table gives us some idea of the magnitude of N:




N1

N2

N3


0.2

0.46

1.1

1.1




0.4

1.33

1.3

1.2


0.6

1.75

1.5

1.3


0.8

3.0

2.0

1.4


0.9

5.5

2.6

1.45

Chapter 7.  Graphs
§ 1.  Introduction to Graphs

1.  Introducing Graphs

Vertices and Edges
A graph is defined as an ordered pair of sets: a set of vertices, and a set of edges.  An edge is an unordered pair of vertices.  These vertices are called the ends of the edge.  If an edge e has ends u and v, this edge is denoted by e = uv.  If there is an edge e = uv, we say that u and v are adjacent.  Vertex u (or v) is said to be incident with the edge e, and e is said to be incident with vertex u (or v).  The vertex set of a graph G is denoted by V(G) and the edge set of a graph is denoted by E(G).  A graph G with vertex set V and edge set E is denoted by G = <V, E>. 

A graph is usually illustrated by a diagram.  Every vertex is represented by a point (or a small circle), and an edge is represented by a curve that joins its ends.  Note that the diagram to represent a graph is not unique.

If a number of edges have the same ends.  These are multi-edges (or parallel edges).  A graph with multi-edges is also called a multi-graph.  

An edge may have identical ends (i.e., an edge joining a vertex to itself).  Such an edge is called a loop or self-loop.  A graph without multi-edges or loops is a simple graph.  A simple graph with every pair of vertices adjacent is called a complete graph.  A complete graph with n vertices is denoted by Kn.  Kn has n(n ( 1) / 2 edges.  This result can be proved easily by induction.

An important characteristic of a vertex in a graph is the number of edges incident with this vertex.  This number is called the degree of this vertex.  The degree of a vertex v is denoted by deg v.  If it is necessary to indicate that the degree of a vertex v is in a graph G, we also write degG v.  Note that, if there is a loop at this vertex, the loop counts twice.  

If a simple graph has n vertices, then the maximum value of the degree of a vertex is 

n ( 1.

There is a simple relation between the number of edges in a graph and the sum of the degrees of all vertices.  Let m be the number of edges in a graph G, and V is the vertex set of G.  We have
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Subgraphs
If G and H are two graphs such that V(H) ( V(G) and E(H) ( E(G), then H is a subgraph of G.  If S ( V(G) is a set of vertices and T is the set of edges of G with both ends in S, then the subgraph H = <S, T> is a subgraph of G induce by S.  If T is a set of edges in G and S is the set of vertices incident with edges in T, then the subgraph H = <S, T> is a subgraph induce by T.  If H is a subgraph of a graph G such that V(H) = V(G), then H is called a spanning subgraph of G.

Paths and Cycles

A path W of length k in a graph G is an alternating sequence of vertices and edges v0e1v1 e2v2 … ekvk such that vi(1 and vi are ends of ei.  If the graph is simple, a path can be denoted using only its vertices as v0v1v2 … vk.  If v0 = vk, this path is called a cycle.  If all vertices in W are distinct, W is called a simple path.  If v1, v2, … vk are distinct, and v0 = vk, W is called a simple cycle.  A simple cycle of length 3 is called a triangle.  The distance between two vertices u and v is the shortest length of a path from u to v. 

In a graph G, if, for every pair of vertices u and v, there is a path from u to v, G is called a connected graph.  A maximal connect subgraph of a graph G is called a component of G.  A connected graph has only one component.  

Trees

A connected graph without cycles is called a tree (or a free tree).   Trees have the following properties:

(i)  Every pair of vertices in a tree are joined by exactly one path.

(ii)  If an edge is removed, then a tree is separated into exactly two components.

(iii)  If an edge is added to join a pair of non-adjacent vertices in a tree, the graph has exactly one cycle.

(iv)  The number of vertices in a tree is one more than the number of edges.

If a spanning graph of a graph is a tree, it is called a spanning tree.  A graph has a spanning tree if and only if it is connected.

2.  Directed Graphs
An edge in a graph may have a direction.  One of it ends is specified as the tail (or, origin) and the other is specified as the head (or, destination).  This edge is a directed edge (or an arc).  If u and v are the tail and the head, respectively, of an arc a, we say that a is from u to v.  If the edges of a graph are directed edges, this graph is called a directed graph (or a digraph).  To emphasize that a graph G is not a directed graph, we may also say that G is an undirected graph.  If vivj is an arc, we say vi is the predecessor of vj, and vj the successor of vi. 

The number of arcs in a digraph D with a vertex v as the tail is called the out-degree of v, denoted by outdeg v, and the number of arcs with v as the head is called the in-degree of v, denoted by indeg v.

The sum of the in-degree of all vertices and the sum of the out-degree of all vertices equals the number of edges in a directed graph:
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where m is the number of edges in G.

If, in a path P = v0e1v1 e2v2 … ekvk in a directed graph G, vi(1 is the tail of ei and vi is the head of ei, then P is a directed path of G.  Similarly, we may define directed cycles, directed simple path, and directed simple cycles.

3.  Graph Traversals

To traverse a graph is to process every vertex in a graph in a sequence.  The traversal starts with a specific vertex called the root.  According to the order in which the vertices of a graph are processed, we have the breadth first search  (BFS) and the depth first search (DFS). 

The breadth search processes the vertices of the graph in the order of the distance from the root.  In the procedure of breadth first search, a spanning tree, called a breadth first search tree (BFS tree) is built.  In this search tree, the path from the root to each vertex is the shortest path (with the minimum number of edges) from the root to this vertex.  The breadth search algorithm can be described by the following algorithm in pseudocode.  This algorithm uses a queue.

Breadth first search algorithm:

input.  a graph G and a vertex root

algorithm breadthFirstSearch(G, root)

{


initialize an empty queue q;



process root;


q.enqueue(root);


while (q is not empty)


{



v = the front member of q;



if (there is an un-processed vertex u adjacent to v)



{




process u;




q.enqueue(u);



}



else



{ q.dequeue( ); }


}

}

The depth first search algorithm can be performed recursively or iteratively.

Recursive DFS algorithm
input.  A graph G and a vertex root

algorithm depthFirstSearch(G, root)

{


process the root;


while (there is an un-reached vertex v adjacent to the root)


{ depthFirstSearch( G, v); }

}

The iterative depth first search algorithm uses a stack:

Iterative DFS algorithm

void depthFirstSearch(G, root)

{


initialize an empty stack s;



process root;


s.push(root);


while (s is not empty)


{

v = the top member of s;

if (there is an un-reached vertex u adjacent to v)

{ 


process u;


s.push(u); 

}

else

{ s.pop( ); }


}

}

The complexity of both algorithms is O(n + m), where n and m is the number of vertices and edges, respectively, in G.  If the graph is connected, the complexity of these algorithms is O(m).  

Applications. 

(i)  Determine whether a graph is connected.

The algorithm may use either breadth first or depth first search.  Search the graph starting with an arbitrary vertex and label the vertices visited.  When the algorithm stops, check the vertices to see if there is an unlabeled vertex.  If there is an unlabeled vertex, then the graph is disconnected; otherwise, it is connected.

(ii)  Find a path from a vertex to another vertex in a graph.

The breadth first search algorithm can be used to find a path from a vertex to another vertex in a graph.  The path found by this algorithm is a shortest path.

algorithm findPath(Graph G, vertex u, vertex v)

{


boolean done = false;


Initialize an empty queue q;



label u with u;


// the reference of u is u


if (v == u) { done = true; }


else


{



add u to q;



while (q is not empty && !done)



{




x = the front member of q;




remove x from q;




while (there is an un-labeled vertex w adjacent to x)




{
 





label w by x;

// the reference of w is x




if (w == v) { done = true; break; }







add w into q; 




}



}


}


if (!done) { output "No such path."; }


else { backtrack(v); }

}

The backtrack algorithm:  

void backtrack (v);

{


let u be the label of v;


if (u != v)


{ backtrack (u); }


output v;

}

Since every edge is processed at most once, the algorithm of finding a path between a pair of vertices has a complexity O(n + m).  

In this algorithm, we use labels to decorate the vertices.  In this way, a vertex may store a data item, and a number of attributes.   The attributes of a vertex can be used to record the state or the properties of a vertex, which are needed later in algorithms.  For instance, in the traversal algorithms, we use an attribute to indicate whether a vertex is processed or un-processed.  In this algorithm, one attribute is to indicate whether a vertex is processed, and the other is a reference vertex used in backtracking.

§ 2.  Representing Graphs and Digraphs
1.  Adjacent Matrix Representation

A simple graph G can be represented by a matrix, called the adjacency matrix of the graph, denoted by A(G).  The adjacency matrix of a graph with n vertices v1, v2, … vn has n rows and n columns.  The (i, j)-entry of A(G) is aij = 1, if vi and vj are adjacent, it is 0 if vi and vj are not adjacent.  In particular the diagonal entries aii = 0 for all i.  The number of 1's in i-th row, or i-th column, is the degree of vertex vi.

The adjacency matrix of a simple graph is a symmetric matrix with 0 main diagonal.  The number of 1s in the i-th row is the degree of vi.

If the graph is directed, in the adjacent matrix, aij = 1 if vivj is an arc.  The adjacent matrix of a directed graph is not necessarily symmetric.  The number of 1's in the i-th row is the out-degree of vertex vi, and the number of 1's in the i-th column is the in-degree of vertex vi.

The adjacent matrix representation is simple and easy to use in many the algorithms, but it uses memory to store a great number of zeros.  Another problem with this adjacent matrix representation is that it is not easy to add new vertices, or delete a vertex, since the number of vertices has to be determined before the matrix is constructed.  

2.  Adjacency List Representation

A graph is represented by a container of vertices.  Every vertex contains a container to store (the references of) all vertices adjacent with this vertex (in any order).   For instance, if a graph is represented by the following graph:
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This data structure can be illustrated by the following diagram:
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If a graph is directed, we may store the references of the predecessors in one container, and the references of the successors in another container.  

3.  Edge List Representation

The adjacency list representation does not have edges explicitly.  It is inconvenient if we want to associate attributes to edges.  The edge list representation uses edges to replace vertices in the list.  A graph is still represented by a list of vertices.  Every vertex has a field that is a container of (references of) edges incident with this vertex.  Every edge is represented by a pair of (references of) vertices.   If a graph is directed, we may use one container to store the incoming edges and another container to store outgoing edges.

For instance, if a digraph is represented by the following graph:
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This data structure can be illustrated by the following diagram:


§ 3.  Implementing Graphs and Digraphs

1.  Interfaces

We may define abstract data types to represent vertices, edges, and graphs or digraphs.  ADTs are defined as interfaces in Java.  Depending on the application, we may have a great number of method that the ADTs related to graphs or digraphs may support.  The following is one way to implement directed graphs:

import java.util.*;

public interface Vertex

{


// A vertex has a data field, two containers that store information about edges


// going in and out, and a container that stores attributes.


// An attribute is an Item with a String, called attributeName as the key


// and an Object, called value, as its element.


Object getData( );




EdgeIterator getInEdges( );


EdgeIterator getOutEdges( );


Object getAttribute(String attributeName);




void setAttribute(String attributeName, Object attributeValue);



void removeAttribute(String attributeName);


VertexList successors( );




VertexList predecessors( );


void addInEdge(Edge e);


void addOutEdge(Edge e);


void removeInEdge(Vertex TailVertex);


void removeOutEdge(Vertex headVertex);


void removeInEdge(Edge e);


void removeOutEdge(Edge e);


boolean isPredecessor(Vertex v);


boolean isSuccessor(Vertex v);


boolean equals(Object v);


String toString( ); 

}

public interface Edge

{


Vertex getHead( );


Vertex getTail( );


Object getAttribute(Object attributeName);


void setAttribute(Object attributeName, Object attributeValue);


boolean equals(Object e);


String toString( );

}

public interface Digraph

{


Digraph add(Vertex v);


// adds vertex v to a digraph


Digraph add(Edge e);


// adds edge e to a digraph


Digraph remove(Vertex v);

// removes vertex v from a graph


Digraph remove(Edge e);


// removes edge e from a digraph


boolean contains(Vertex v);
// returns true if v is is a vertex of the digraph


boolean contains(Edge e);

// returns true if e is an edge of the digraph


Vertex findVertex(Object ob);
// returns the vertex that stores ob


Edge findEdge(Object tData, Object hData);
// return an edge with given ends


VertexIterator getVertexListIterator( );






// returns an iterator to traverse the vertex list


int numberOfVertices( );

// returns the number of vertices in a graph


VertexList findPath(Object origin, Object destination);






// returns a path from origin to destination

}

Here we use some additional interfaces to add another level of abstraction:  Interfaces VertexList and EdgeList represent lists of vertices and edges respectively.  VertexIterator and EdgeIterator are used to trace a vertex list and an edge list.

public interface VertexList

{


void add(Vertex v);


VertexIterator iterator( );


Vertex find(Object d);


int size( );


boolean contains(Vertex v);


void remove(Vertex v);


String toString( );

}

public interface EdgeList 

{


void add(Edge e);


void remove(Edge e);


boolean contains(Edge e);


int size( );


EdgeIterator iterator( );

}

public interface VertexIterator

{


boolean hasNext( );


Vertex next( );


void remove( );

}

public interface EdgeIterator

{


boolean hasNext( );


Edge next( );


void remove( );

}

2.  Adjacency List Implementation of Digraphs 

The following classes are used to implement the Vertex, and Edge interfaces:

public class ListVertex implements Vertex 

{


// private fields


private Object data;


private EdgeList inEdges = new ListEdgeList( );


private EdgeList outEdges = new ListEdgeList( );


private HashMap attributes = new HashMap( );


// constructor


public ListVertex(Object ob) 


{ data = ob; }


// public methods


public Object getData( )


{ return data; }


public Object getAttribute(String attributeName)


{ return attributes.get(attributeName); }




public void setAttribute(String attributeName, Object attributeValue)


{ attributes.put(attributeName, attributeValue); }



public void removeAttribute(String attributeName)


{ attributes.remove(attributeName); }


public void addInEdge(Edge e)


{ 



if (e.getHead( ).equals(this))



{  inEdges.add(e); }


}


public void addOutEdge(Edge e)


{ 



if (e.getTail( ).equals(this))



{ outEdges.add(e); }


}


public void removeInEdge(Vertex TailVertex)


{



EdgeIterator it = inEdges.iterator( );



while (it.hasNext( ))



{




Edge e = it.next( );




if (e.getTail( ).equals(TailVertex))




{ it.remove( ); }



}


}


public void removeOutEdge(Vertex headVertex)


{



EdgeIterator it = outEdges.iterator( );



while (it.hasNext( ))



{




Edge e = it.next( );




if (e.getHead( ).equals(headVertex))




{ it.remove( ); }



}


}


public void removeInEdge(Edge e)


{ inEdges.remove(e); }


public void removeOutEdge(Edge e)


{ outEdges.remove(e); }


public boolean isPredecessor(Vertex v)


{ return successors( ).contains(v); }


public boolean isSuccessor(Vertex v)


{ return v.isPredecessor(this); }


public EdgeIterator getInEdges( )


{ return inEdges.iterator( ); }





public EdgeIterator getOutEdges( )


{ return outEdges.iterator( ); }


public VertexList successors( )


{



VertexList toReturn = new ListVertexList( );



EdgeIterator it = outEdges.iterator( );



while (it.hasNext( ))



{ toReturn.add(it.next( ).getHead( )); }



return toReturn;


}


public VertexList predecessors( )


{



VertexList toReturn = new ListVertexList( );



EdgeIterator it = inEdges.iterator( );



while (it.hasNext( ))



{ toReturn.add(it.next( ).getTail( )); }



return toReturn;


}


public boolean equals(Object v)


{ return data.equals(((ListVertex)v).getData( )); }


public String toString( )


{ return data.toString( ); }


}

public class ListEdge implements Edge

{


private Vertex head;


private Vertex tail;


private HashMap attributes; 


public ListEdge(Vertex u, Vertex v)


{ tail = u; head = v; attributes = new HashMap( ); }


public Vertex getHead( )


{ return head; }


public Vertex getTail( )


{ return tail; }


public Object getAttribute(Object attributeName)


{ return attributes.get(attributeName); }


public void setAttribute(Object attributeName, Object attributeValue)


{ attributes.put(attributeName, attributeValue); }


public boolean equals(Object e)


{ return (head.equals(((ListEdge)e).getHead( )) 





&& tail.equals(((ListEdge)e).getTail( ))); }


public String toString( )


{ return "(" + tail.toString( ) + "," + head.toString( ) + ")"; }

}

The following classes implement interfaces VertexList and the EdgeList:

public class ListVertexList implements VertexList

{


private ArrayList vertexList = new ArrayList( );


public void add(Vertex v)


{ vertexList.add(v); }


public VertexIterator iterator( )


{ return new ListVertexIterator(vertexList.iterator( )); }


public Vertex find(Object d)


{



Vertex toReturn = null;



int s = vertexList.size( );



int i;



for (i = 0; i < s && !((Vertex)vertexList.get(i)).getData( ).equals(d); ++i); 



if (i < s)



{ toReturn = (Vertex) vertexList.get(i); }



return toReturn;


}


public int size( )


{ return vertexList.size( ); }


public boolean contains(Vertex v)


{ return vertexList.contains(v); }


public void remove(Vertex v)


{ vertexList.remove(v); }


public String toString( )


{ return vertexList.toString( ); }

}

public class ListEdgeList implements EdgeList

{


private ArrayList edges = new ArrayList( );


public void add(Edge e)


{ edges.add(e); }


public void remove(Edge e)


{ edges.remove(e); }


public boolean contains(Edge e)


{ return edges.contains(e); }


public int size( )


{ return edges.size( ); }


public EdgeIterator iterator( )


{ return new ListEdgeIterator(edges.iterator( )); }

}

The iterator interfaces are implemented by the following classes:

public class ListVertexIterator implements VertexIterator

{


private Iterator it;


public ListVertexIterator(Iterator i)


{ it = i; }


public boolean hasNext( )


{ return it.hasNext( ); }


public Vertex next( )


{ return (Vertex) it.next( ); }


public void remove( )


{ it.remove( ); }

}

public class ListEdgeIterator implements EdgeIterator

{


private Iterator it;


public ListEdgeIterator(Iterator i)


{ it = i; }


public boolean hasNext( )


{ return it.hasNext( ); }


public Edge next( )


{ return (Edge) it.next( ); }


public void remove( )


{ it.remove( ); }

}

Now we are ready to implement the Digraph interface:

public class ListDigraph implements Digraph

{


private VertexList vertices = new ListVertexList( );


public Digraph add(Vertex v)


{ vertices.add(v); return this; }


public Digraph add(Edge e) 


{ 



Vertex t = e.getTail( ), h = e.getHead( );



if (!contains(t))



{ add(t); }



if (!contains(h))



{ add(h); }



t.addOutEdge(e);



h.addInEdge(e);



return this;


}


public Digraph remove(Vertex v) 


{



if (vertices.contains(v))



{




VertexList vList = v.predecessors( );




VertexIterator it = vList.iterator( );




{





while (it.hasNext( ))





{






Vertex u = it.next( );






u.removeOutEdge(v);





}




}




vList = v.successors( );




it = vList.iterator( );




{





while (it.hasNext( ))





{






Vertex u = it.next( );






u.removeInEdge(v);





}




}




vertices.remove(v); 



}



return this; 


}


public Digraph remove(Edge e) 


{



Vertex t = e.getTail( );



Vertex h = e.getHead( );



if (contains(t) && contains(h))



{ 




t.removeOutEdge(e); 




h.removeInEdge(e);



}



return this;


}


public boolean contains(Vertex v)


{ return vertices.contains(v); }


public boolean contains(Edge e)


{



boolean toReturn = true;



Vertex u = e.getTail( );



Vertex v = e.getHead( );



if (!contains(u) || !contains(v) || !v.isPredecessor(v))



{ toReturn = false; }



return toReturn;


}


public Vertex findVertex(Object ob)


{



Vertex toReturn = null;



boolean notFound = true;



VertexIterator it = getVertexListIterator( );



while (it.hasNext( ) && notFound)



{ 




toReturn = it.next( );




if (toReturn.getData( ).equals(ob))




{ notFound = false; }



}



return toReturn;


}


public Edge findEdge(Object tData, Object hData)


{



Edge toReturn = null;



Vertex t = findVertex(tData), h = findVertex(hData);



EdgeIterator it = t.getOutEdges( );



while (it.hasNext( ))



{




Edge e = it.next( );




if (e.getTail( ).equals(t) && e.getHead( ).equals(h))




{





toReturn = e;





break;




}



}



return toReturn;


}




public VertexIterator getVertexListIterator( )


{ return vertices.iterator( ); }


public String toString( )


{



String toReturn = "";



VertexIterator it = getVertexListIterator( );



while (it.hasNext( ))



{ 




Vertex current = it.next( );




toReturn += current + ":"; 




VertexIterator edgeIt = current.successors( ).iterator( );




while (edgeIt.hasNext( ))




{ toReturn += " " + edgeIt.next( ); }




toReturn += "\n";



}



return toReturn;


}


public int numberOfVertices( )


{ return vertices.size( ); }


public VertexList findPath(Object firstVertex, Object lastVertex)


{



VertexList path = new ListVertexList( );



Vertex origin = findVertex(firstVertex);



Vertex destination = findVertex(lastVertex);



try



{




if (contains(origin) && contains(destination))




{





Queue q = new ListQueue( );





boolean done = false;





// initialize attributes





VertexIterator it = getVertexListIterator( );





while (it.hasNext( ))





{






Vertex v = it.next( );






v.setAttribute("reference", null);





}





// initialize origin





origin.setAttribute("reference", origin);





q.enqueue(origin);





// loop





while (!q.isEmpty( ) && !done)





{






Vertex v = (Vertex) q.dequeue( );






if (v.equals(destination)) { done = true; }






else






{







VertexIterator sucs = v.successors( ).iterator( );







while (sucs.hasNext( ))







{








Vertex u = sucs.next( );








if (u.getAttribute("reference") == null)








{









u.setAttribute("reference", v);









if (u.equals(destination))









{ done = true; break;}









else









{ q.enqueue(u); }








}







}






}





}






if (done)





{ backtrack(path, destination); }




}



}




// catch blocks never used



catch (EmptyQueueException e) { }



catch (FullQueueException e) { }



VertexIterator it = vertices.iterator( );



while (it.hasNext( ))



{ it.next( ).removeAttribute("reference"); }
   



return path;


}


private void backtrack(VertexList path, Vertex v)


{



Vertex u = (Vertex) v.getAttribute("reference");



if (!u.equals(v))



{ backtrack(path, u); }



path.add(v);


}


}
§ 4.  Applications of Graphs and Digraphs

1.  The Shortest Path Problem

The shortest path problem is to find a shortest path between a pair of vertices in an edge-weighted graph or a directed graph.  A graph or a digraph is edge-weighted, if every edge is associated with a length, which is a number (usually integer).  The weight of an edge may be positive, negative or zero.

The shortest path problem may be proposed in different ways.  Here we consider the case where the starting end ending vertices are specified.  

The following algorithm is due to Dijkstra.  We assume the length of every edge is positive.  We may also assume every pair of vertices are adjacent.  If two vertices are not adjacent, we assume there is edge joining them with length infinity.

The idea:

The idea to find a shortest path from a vertex source s to a vertex destination t is iterative.  At the beginning, we know the shortest path from s to itself, which is the path of length 0.  For any vertex u other than s, label u by the length of a shortest path from s directly to u (i.e., through a single edge su), which is the length su.  The label also includes a reference vertex, in this case, it is s, which is the vertex preceding u in the shortest path from s to u.

Suppose we have found a shortest path and the distance (i.e., the length of a shortest path) from s to every vertex in a set T.  Also suppose we have labelled every vertex u not in T by l(u), the length of the shortest path from s to u going through only vertices in T, and a reference r(v), which is the vertex preceding u in a shortest path from s to u.  Let v be the vertex not in T that has the smallest label l(v).  We claim that l(v) is the distance from s to v.

Indeed, if the length of a shortest path P from s to v is not l(v), then this path must go through another vertex that is not in T.  Because this is a shortest path from s to v, the length of P is less than l(v).  Let u be the first vertex on P that is not in T.  The part of P from s to u is the shortest path from s to u going through only vertices in T.  Since the length of every edge is positive, l(u) is less than the length of P, hence less than l(v).  This contradicts the choice of v.

Add v to set T, and update the labels of the vertices not in T.  This procedure can be repeated.  If a vertex is not in T, its label has to be updated in every step.  This label is called a temporary label.  If a vertex is in T, its label will not be updated further.  This label is called a permanent label.  Starting from T = {s}, add vertices one by one into T, until the destination gets its permanent label.  Now we know the distance, i.e., the length of the shortest path from the source to the sink.  Backtracking along the references, we can find a shortest path from the source to the destination.

The only problem left is how to update the labels after a new vertex is added to T.  According the choice of v in each step, v is the next vertex nearest the source.  Consider a vertex u not in T.  Before v is added to T, l(u) is the length of a shortest path from s to u going through only vertices in T except v.  Now v is added, the label l(u) should be the length of a shortest path from s to u going through vertices in T possibly including v.  The extra path we have to consider is only the one that goes from s to v by a shortest path and then from v to u through a single edge vu.  we know the length of this path is the sum of the label of v plus the length of the edge vu.  If this sum is not greater than the original label of u, u keeps its original label.  Otherwise, the label of u is changed to this new label, and the reference vertex of u is v. 

The algorithm

input.  A graph G with non-negative weighted edges, and two vertices source s and destination t.

output.  A shortest path from s to t, and the length of such a path.

algorithm  Dijkstra

{


// initialize the label for all vertices in G

for every vertex u in G

{



l(u) = infinity;





// the length of a shortest path from s to u going through only vertices in T



r(u) = u;



// the reference vertex of u, i.e., the vertex preceding u in a shortest path



p(u) = false;



// this label is not permanent, i.e., not in T


}


// set up the initial vertex


l(s) = 0;


p(s) = true;


// add s to T


currentVertex = s;


//  iterations


while (currentVertex != t)


{



// update the labels



for every vertex u adjacent to currentVertex and not in T



{




newLabel = l(currentVertex) + length of the edge from currentVertex to u



if (l(u) > newLabel)




{ 





l(u) = newLabel;





r(u) = currentVertex;




 }



}



// find the vertex with the smallest temporary label



let v be a vertex with p(v) == false and it has the smallest label l(v);



if (l(v) == infinity)  { stop the algorithm; }
// t is not reachable from s



else 



{ 




currentVertex = v; 




p(v) = true;



}


}


the length of the shortest path = l(t);


// backtracking


initialize an empty path;


add t to the shortest path;


currentVertex = t;


while (currentVertex != s)


{



currentVertex = r(currentVertex);



add currentVertex to the beginning of the path;


}


return the shortest path and the length of the shortest path;

}

Because at most n vertices are added to set T, and each time a new vertex is added to T, at most n labels are to be updated, the complexity of the algorithm is O(n2).

For small graphs, this algorithm can be organized into a table as in the following example:

The following is the adjacency lists representing a graph G with 8 vertices:


A[1] :  2(2) - 3(8) - 4(1),


A[2] :  1(2) - 3(6) - 5(1),


A[3] :  1(8) - 2(6) - 4(7) - 5(4) - 6(2) - 7(2),


A[4] :  1(1) - 3(7) - 7(9),


A[5] :  2(1) - 3(4) - 6(3) - 8(9),


A[6] :  3(2)- 5(3) - 7(4) - 8(6),   


A[7] :  3(2) - 4(9) - 6(4) - 8(2),


A[8] :  5(9) - 6(6) - 7(2).

In a list A[i], j(k) means an edge vivj with length k.

Suppose we want to find a shortest path from vertex v1, the source, to vertex v8, the sink.  The algorithm is shown in the following table


v1
v2
v3
v4
v5
v6
v7
v8



0
*
*
*
*
*
*
*



2/v1
8/v1
1/v1
*
*
*
*



2/v1
8/v1

*
*
10/v4
*




8/v1

3/v2
*
10/v4    *




7/v5


6/v5
10/v4
12/v5



7/v5



10/v4
12/v5







  9/v3    12/v5








11/v7
The shortest path is v1v2v5v3v7v8.

This algorithm works only for non-negative lengths.  If a graph with edges of negative length, this algorithm may not give the shortest path.  Try to find a graph with at least one negative length such that the Dijkstra algorithm does not find the shortest path.

2.  The Minimum Spanning Tree Problem 

Suppose that we have an edge-weighted graph G.  The Minimum Spanning Tree (MST) Problem asks to find a spanning of G with the minimum weight.

This problem can be solved by many algorithms.  The following, due to Prim, is one of them.  

This algorithm is based on the following idea:  

Suppose we have a subgraph H of a graph G such that 

(i)  H is a tree, and

(ii)  H is contained in a minimum spanning tree.

Let S1 be the set of vertices in H, and let S2 be the set of vertices not in H.  Let E1 be the set of edges with one end in S1 and the other end in S2.  If e = uv, u in S1 and v in S2, is an edge in E1 with the smallest weight, then there is a minimum spanning tree that contains all edges in H and edge e.  

Assume H is contained in a minimum spanning tree T1 and e = uv is not in T1.  In T1, there is a unique path P connecting u and v.  Since u is in S1 and v is in S2, there is an edge e1 in P with one end in S1 and the other end in S2.  By the choice of e, the weight of e1 is not less than the weight of e.  T = T1 ​( e1 + e is also a spanning tree.  Since T1 is a minimum spanning tree, the weight of T1 is no more than the weight of T.  In other words, the weight of e1 is no more than the weight of e.  Therefore, the weight of e1 is the same of the weight of e.  In other words, T is also a minimum spanning tree, which contains e.

Now we can build a spanning tree as follows:

First, choose an arbitrary vertex v1 in G.  The subgraph with v as the only vertex is of course a part of a minimum spanning tree.  Let S1 be {v1}, and let the set of all other vertices be S2.  Find the edge incident with v1 with the minimum weight.  Say this edge is v1v2.  Then the edge v1v2 is in a minimum spanning tree.  Now let S1 = {v1, v2} and S2 = the set of all other vertices.  Find an edge joining a vertex in S1 and a vertex in S2 with the smallest weight.  Then this edge can be added to form a part of a minimum spanning tree.  Continue in this until we find n ​( 1 edges.  This is a minimum spanning tree.

Suppose we have built a part of a minimum spanning tree with a set of vertices S and a set of edges T.  The problem is to find an edge with the minimum weight that joins a vertex in S and a vertex not in S.  To do this, we keep a label for each vertex u not in S.  This label is the weight of an edge incident with u that joins u to a vertex in S.  Find, among all vertices not in S, a vertex that has the minimum label, then this vertex is the next vertex to be added to S.  The edge incident with u whose weight equals the label of u is the edge to be added to T.  To update the label of a vertex w not in S after moves u into S, we compare the label of w with the weight of the edge wu.  If the weight of wu is smaller, update the label of w to the weight of wu, and the edge wu is the one that determines the label of w.   

The algorithm.

input.  A graph G with weighted edges

output. a minimum spanning tree of G

algorithm Prim

{


Let S be an empty set of vertices and let T be an empty set of edges;


// initialize the label for all vertices in G

for every vertex u in G

{



l(u) = infinity;





r(u) = u;


}


let s be an arbitrarily chosen vertex in G


// set up the label initial vertex


l(s) = 0;




add s to S;


currentVertex = s;


edgeCount = 0;

// the number of edges in T


//  iterations


while (edgeCount < n ( 1)


{



// update the labels



for every vertex u adjacent to currentVertex and not in S



{




newLabel = length of the edge from currentVertex to u



if (l(u) > newLabel)




{ 





l(u) = newLabel;





r(u) = currentVertex;




 }



}



// find the vertex with the smallest temporary label



let v be a vertex not in S and it has the smallest label l(v);



if (l(v) == infinity)  { stop the algorithm; }
// G is not connected



else 



{ 




add v to S;




add the edge joining r(v) to v into T;




currentVertex = v; 



}



++edgeCount;


}


The edges in T induce a minimum spanning tree;

}

The algorithm can be organized into a table.  Every vertex corresponds to a column and every step corresponds to a row in the table. When a vertex gets a label, the label and the reference vertex are listed in the row.  Then find a vertex with the smallest label, which is added into the set S of reached vertices, and the edge joining this vertex and its reference is added into the set T of selected edges.  Update the label and the reference vertex of all vertices adjacent to the newest vertex in S.  

The complexity of the algorithm is O(n2).

Example.


The adjacency lists of a graph is


A[1] :  2(18) - 4(12) - 5(14),


A[2] :  1(18) - 3(10) - 4(17) - 5(13),


A[3] :  2(10) - 4(11) - 6(16),


A[4] :  1(12) - 2(17) - 3(11) - 6(9),


A[5] :  1(14) - 2(13).


A[6] :  3(16) - 4(9),


Take vertex 1 as the first vertex.  S = {v1}, T = (.  The table:




vertices


v1
v2
v3
v4
v5
v6
S
T






0/v1
*
*
*
*
*
v1
{}



18/v1
*
12/v1
14/v1
*
v4
{v1v4}



17/v4
11/v4

14/v1
9/v4
v6
{v6v4}



17/v4
11/v4

14/v1

v3
{v3v4}



10/v3


14/v1

v2
{v2v3}






13/v2

v5
{v2v5} 







Finally, the minimum spanning tree is induces by T = {v1v4, v6v4, v3v4, v2v3, v2v5}.  The total weight of the minimum spanning tree is 55.

The complexity of this algorithm is O(n2).

3.  Topological Sort

The problem.  Assume we have a digraph that does not contain directed cycles.  We can label the vertices in this digraph in such a way that, for every directed edge uv, the label of the tail is less than the label of the head.

The algorithm is as follows:

Assume a digraph D is represented by adjacency lists.  Search through the edge list of each vertex to find the indegree of each vertex (recall that the indegree of a vertex v is the number of directed edges with v as the head).  Find a vertex with indegree 0.  (In any directed graph without directed cycles, there is always a vertex with indegree 0).  Label this vertex with the smallest available label.  Mark this vertex as visited.  For every successor of this vertex, reduce their indegree by 1.  Then increase the smallest available label, find a vertex with indegree 0, and repeat this procedure.  If, before all vertices are labelled and no vertices of degree 0 is found, then the digraph has a directed cycle.  To avoid searching through all vertices every time to find a vertex with indegree 0, we may use a queue.  When the indegree of a vertex is reduced to 0, put it into the queue.  Then we can process the vertices in the queue one by one until the queue is empty.  If the queue used in this algorithm is replaced by a stack, the algorithm works the same way.  Only the order of the vertices is, in general, different.

The complexity of the algorithm is O(n + m), where n is the number of vertices and m is the number of directed edges.

Example.  A graph is represented by the following adjacency list:


a:  b-f-c


b:  g-f


c:  h-d


d:  e


e:  


f:  g-h-c


g:  h


h:  e

Searching through the adjacency lists, we find the indegree sequence of the vertices is


{0, 1, 2, 1, 2, 2, 2, 3}.

The program executes as follows:

Add a into the queue.  Remove a from the queue.  Label a by 1.  Reduce the indegree of b, f, and c by one.  Add b into the queue.  Remove b from the queue.  Label b by 2.  Reduce the indegree of g and f by one.  Add f into the queue.  Remove f from the queue.  Label f by 3.  Reduce the indegree of g, h, and c by one.  Add g and c into the queue.  Remove g from the queue.  Label g by 4.  Reduce the indegree of h by one.  Remove c from the queue.  Label c by 5.  Reduce the indegree of h and d by one.  Add h and d into the queue.  Remove h from the queue.  Label h by 6.  Reduce the indegree of e by one.  Remove d from the queue.  Label d by 7.   Add e into the queue.  Remove e from the queue.  Label e by 8.  Now the queue is empty and all vertices are labelled.

If the program stops before all vertices are labelled, then the graph has a directed cycle.

An Application.  Finding a shortest (or longest) path in an acyclic directed graph from a vertex s to another vertex t.

First, topological sort the vertices in this directed graph.  Label the vertices according to the order produced by the topological sort as follows:

Label the source by 0.  When a vertex v is to be labeled, according to the topological sort algorithm, all its predecessors are labeled.  Then label this vertex by 

min{label of a predecessor + the length of the arc from the predecessor to v}, 

where the min is taken over all predecessors of v.  Record the predecessor that attains this minimum as the reference vertex.  When the sink is labeled, this label is the minimum distance from the source to the sink.  Backtracking from the sink back to the source, we can find the shortest path.  This algorithm has a complexity O(n + m).

Note that, this algorithm may also be used to find a longest path between a pair of vertices in an acyclic directed graph.  However, no polynomial algorithm is known to find a longest path between a pair of vertices in an undirected or directed graph.  

Example.  A directed graph is given by the following adjacency list representation (where the numbers in the brackets are the lengths of arcs):


a:  b(3), c(2)


b:  c(1), d(2), e(1)


c:  e(5), f(3)


d:  g(1)


e:  f(1), g(4)


f:  g(3)


g:

We want to find a shortest path from a to g.

First, topological sort the vertices:

The indegree sequence of the vertices is


a
b
c
d
e
f
g


0
1
2
1
2
2
3

Number vertex a by 1, and reduce the indegrees of b and c by 1.  


b
c
d
e
f
g


0
1
1
2
2
3

Number vertex b by 2, and reduced the indegrees of c, d, and e by 1.


c
d
e
f
g


0
0
1
2
3

Number vertex c by 3, and reduce the indegrees of e and f by 1.


d
e
f
g


0
0
1
3

Number vertex d by 4, and reduce the indegree of g by 1.


e
f
g


0
1
2

Number vertex e by 5, and reduce the indegrees of f and g by 1.


f
g


0
1

Number vertex f by 6, and reduce the indegree of g by 1.


g


0

Number vertex g by 7.

Second stage:

Label vertex a by 0. Reference of a is a.

Label vertex b by 0 + 3 = 3.  Reference of b is a.

Label vertex c by min(0 + 2, 3 + 1) = 2.  Reference of c is a.

Label vertex d by 3 + 2 = 5.  Reference of d is b.

Label vertex e by min(3 + 1, 2 + 5) = 4.  Reference of e is b.

Label vertex f by min(2 + 3, 4 + 1) = 5.  Here we have a tie.  We may choose arbitrarily a reference.  Let the reference of f be c.

Label vertex g by min(5 + 1, 4 + 4, 5 + 3) = 6.  The reference of g is d.  The shortest path from a to g is a-b-d-g with a length 6. 

Chapter 8.  Sorting Algorithms

§ 1.  A Lower Bound of the Complexity of Sorting Algorithms

A sorting algorithm accepts an array of keys, and re-arranges the members in the array according to an increasing (or, decreasing) order.  First, we consider the class of sorting algorithms that use only comparison and data interchange.  A lower bound for the number of comparisons used by such an algorithm to sort an array with n keys is given by log2(n!), which is of the order O(n log n).

To prove this result, we can represent every a sorting algorithm in this class by a binary tree T, called the comparison tree.  Every node in T represents the set of permutations of the keys that are candidates of the sorted array.  The root of T consists of all n! possible permutations of the n keys.  According to the result of a comparison, the permutations represented by a node is split into the children of the node.  At the end of the algorithm, a leaf of the comparison tree is reached.  Every leaf of the comparison tree should contain exactly one permutation, which is the sorted array.  The height of the comparison tree is the maximum number of comparison needed to sort an array by this algorithm.  Since the T has at least n! leaves, the height of T is at least log2(n!).  Therefore, the complexity of such an algorithm is O(n log n).

Example.  Suppose the following algorithm is used to sort an array a with three members a0, a1, and a2:  First compare a0 with a1, if a0 > a1, swap a0 and a1.  Then compare a1 with a2.  If a1 > a2, swap a1 and a2.  Finally, compare a0 with a1.  If a0 > a1, swap a0 and a1.  Let a0 = x, a1 = y, and a2 = z.  All six possible permutation of x, y, and z, are represented by the root of the comparison tree:





xyz, xzy, yxz, yzx, zxy, zyx

The algorithm starts with a comparison of x and y.  We may have x < y or x > y.  (Assume keys are distinct).  Then we have the children of the root:





xyz, xzy, yxz, yzx, zxy, zyx




x < y



      x > y



xyz, xzy, zxy




yxz, yzx, zyx

If x < y, then compare y and z.  Depending on y < z, or y > z, we have the children of the left node:





xyz, xzy, yxz, yzx, zxy, zyx




x < y



      x > y



xyz, xzy, zxy




yxz, yzx, zyx


      y < z
       y > z


     xyz

      xzy, zxy 

If x > y, a0 becomes y, and a1 becomes x.  According to the algorithm, we compare x with z.  Depending on x < z or x > z, we have the following:





xyz, xzy, yxz, yzx, zxy, zyx




x < y



      x > y



xyz, xzy, zxy




yxz, yzx, zyx


      y < z
        y > z


     x < z
      x > z


     xyz

      xzy, zxy 


    yxz

     yzx, zyx

The last step is to compare a0 with a1 again.  If x < y, and y < z, then a0 = x and a1 = y.  In this case, we must have a0 < a1.  If x < y and y > z, then a0 = x, and a1 = z.  If x > y and x < z, then a0 = y, and a1 = x.  In this case, we must have a0 < a1.  If x > y and x > z, then a0 = y and a1 = z.  Now we have the complete tree as follows:





xyz, xzy, yxz, yzx, zxy, zyx




x < y



      x > y



xyz, xzy, zxy




yxz, yzx, zyx


      y < z
        y > z


     x < z
      x > z


     xyz

      xzy, zxy 


    yxz

     yzx, zyx

         x < y
           x < z            x > z
        y < x
           y < z
     y > z


xyz

  xzy
        zxy
         yxz
             yzx            zyx

§ 2.  Sorting Algorithms Using Comparison and Swap

1.  Bubble Sort 

Bubble sort is the easiest sorting algorithm.  The algorithm in pseudocode is as follows:

Input.  an array A of n numbers.

Output.  the sorted array.

algorithm BubbleSort

{

   done = false;

   i = n;

   while (i > 1 && not done) 

   {
      done = true;


for (j = 0; j < i - 1; ++j)


{

   

if (A[j] > A[j + 1])

  

{

     


swap (A[j], A[j +1]); 

     

      done = false;

  

}


}


--i;

   }

}

In the worst case, when the input array is in the reverse order, bubble sort uses O(n2) comparisons and O(n2) data movements.  But if the input array is almost sorted, then it is quite efficient.

Example.  Sort the array:  5, 1, 3, 7, 2, 6, 4.

The successive changes of the array are as follows:


5, 1, 3, 7, 2, 6, 4.


1, 5, 3, 7, 2, 6, 4.


1, 3, 5, 7, 2, 6, 4.


1, 3, 5, 2, 7, 6, 4.


1, 3, 5, 2, 6, 7, 4.


1, 3, 5, 2, 6, 4 | 7.


1, 3, 2, 5, 6, 4 | 7.


1, 3, 2, 5, 4 | 6, 7.


1, 2, 3, 5, 4 | 6, 7.


1, 2, 3, 4 | 5, 6, 7.

2.  Insertion sort 

The idea.  If an array has only one member, it is sorted.  Now assume that we have already sorted the members of an array except the last one.  Then we can use binary search to find a place to insert the last member into the sorted array.

At the beginning, the first element is a sorted array.  Suppose the first k elements have been sorted.  The (k + 1)-st element is compared with the first k element, using the binary search procedure, to find an insertion place.  Then insert the (k + 1)-st element at the right place.

In the worst case, when the original array is in the reverse order, insertion sort algorithm uses O(n log n) comparisons and O(n2) data movements.  Insertion sort has a good performance when the array is small (dozens of members, say), or it is almost sorted.

Example.  Sort the array:  5, 1, 3, 7, 2, 6, 4.

The successive changes of the array are as follows:


5 | 1, 3, 7, 2, 6, 4.


1, 5 | 3, 7, 2, 6, 4.


1, 3, 5 | 7, 2, 6, 4.


1, 3, 5, 7 | 2, 6, 4.


1, 2, 3, 5, 7 | 6, 4.


1, 2, 3, 5, 6, 7 | 4.


1, 2, 3, 4, 5, 6, 7.

3.  MergeSort 

MergeSort uses a subroutine called Merge, which merges two sorted lists into a single sorted list.  The array is split into two almost equal parts and these two parts are sorted recursively by the algorithm.

This algorithm can be described by the following pseudocode:

Input.  An array A with index set [lower, upper].

Output.  The sorted array.

algorithm MergeSort

{


if (lower < upper)


{



middle = (upper + lower) / 2;



sorted_1 = MergeSort(A, lower, middle);



sorted_2 = MergeSort(A, middle +1, upper);



A = Merge(sorted_1, sorted_2)


}

}

Analysis of MergeSort:

To merge two sorted arrays with a total of k members, we need, in the worst case, k ( 1 comparisons.  Assume we have an array of n = 2m members.  First, we sort two arrays with 2m(1 members each, and then merge two sorted arrays with a total of 2m members.  If we denote the number of comparisons needed to sort an array with n members by F(n), then


F(2m) = 2m ( 1 + 2F(2m(1) < 2m + 2F(2m(1).

We show, by mathematical induction, that


F(2m) < m2m.

When m = 1, we need 1 comparison.  1 < 1 * 21 = 2.

If F(2m) < m2m, then 

F(2m+1) < 2m+1 + 2F(2m) < 2m+1 + 2m2m = 2m+1 + m2m+1 = (m + 1)2m+1.

If n = 2m, then m = log2 n.  We have F(n) < n log2 n = O(n log n).

Although MergeSort reaches the best possible complexity in this group, it has some problems:  Since it uses recursive function calls, the overhead time is significant.  (We may write the MergeSort algorithm in an iterative version, but the implementation is quite complicated).  Another drawback of the algorithm is that it uses extra space to store the merged array.  When the array is very large, which cannot be entirely loaded into the main memory, then the merge sort algorithm works better than the other algorithms, since it works on mainly smaller arrays obtained by splitting. 

Example.  Sort the array:  5, 7, 2, 3, 4, 1, 6.  

Split:  5, 7, 2 , 3 | 4, 1, 6


1.  Merge sort 5, 7, 2, 3.



Split:  5, 7 | 2, 3.




1.1.  Merge sort 5, 7.





Split:  5 | 7.





Both parts are sorted.





Merge:  5, 7.




1.2.  Merge sort 2, 3.





Split:  2 | 3.





Both parts are sorted.





Merge:  2, 3.



Merge 5, 7 and 2, 3:  2, 3, 5, 7.


2.  Merge sort 4, 1, 6.



Split:   4, 1 | 6.




2.1.  Merge sort 4, 1.





Split:  4 | 1.





Both parts are sorted.





Merge: 1, 4.




2.2.  6 is sorted.



Merge 1, 4 and 6:  1, 4, 6.

Merge 2, 3, 5, 7 and 1, 4, 6:  1, 2, 3, 4, 5, 6, 7.

4.  QuickSort 

QuickSort uses a subroutine to split the array into two parts:  The first consists of all elements less than the first element, the second part consists of all elements greater than the first element, and insert the first element in between these two parts.  The new index of the first element is called the split point.  Then use the QuickSort algorithm recursively for these two parts.  

input.  An array A with index set [lower, upper].

output.  The sorted array.

algorithm QuickSort

{


if (lower < upper)



{




Split(A, lower, upper, splitPoint);




QuickSort(A, lower, splitPoint - 1);




QuickSort(A, splitPoint +1, upper)



}

}

The procedure Split takes A, lower, and upper as input.  It rearranges the members of A so that the first element of A becomes A[splitPoint], all element before it is less than it , and all element after it is greater than it.

The procedure is as follows:  

procedure Split

{

  
save = A[lower];
// save the value A[lower]

  
first = lower;

// save the index lower


  
++lower;



// starting from the second member in the array

  
while (lower < upper)

  
{



while (lower <= upper && A[lower] < save)



   
{ ++lower;
 }  // move lower towards the end



while (lower <= upper && A[upper] > save) 


   
{ --upper; }
// move upper backwards the beginning



if (lower < upper) 



{








swap(A[lower], A[upper]);


++lower;




--upper;



}


}


splitPoint = upper;


swap(A[splitPoint], A[first])

}

The worst-case time complexity of the QuickSort algorithm is O(n2):  In the worst case, the split point is at one end of the array.  In other words, all other members are greater than the first ember, or all other members are less than the first member.  In this case, the Split procedure is called for n times.  Each time the procedure Split is called, we need to do O(n) comparison.    

Although, in the worst case where the original array is almost sorted, or the original array is close to the reverse order, QuickSort uses O(n2) comparisons and O(n2) data movements.  But, in practice, the average behaviour of QuickSort is very good.  Because the worst-case complexity is not good, it is not used for real-time systems, where a guaranteed performance is required.  In these cases, heap sort is a good choice.

Example.  Sort the array:  5, 6, 4, 3, 2, 1, 7.

Split the original array:  



  
   
       (          
         (                                   (

5 | 6, 4, 3, 2, 1, 7.   5 | 6, 4, 3, 2, 1, 7.
      5 | 1, 4, 3, 2, 6, 7. 


     (
                        (                                                       ( 


2, 1, 4, 3 | 5 | 6, 7.
Split point:  A[5] = 5.


Sort 2, 1, 4, 3:



Split 2, 1, 4, 3:  



            (

     (

          



2 | 1, 4, 3.

2 | 1, 4, 3.
 
1 | 2 | 4, 3. 




     (                                     (


The first pat is sorted.  Sort the second part 4, 3:




Split  4, 3:




    (

    (

       




4 | 3.

4 | 3.

3 | 4.




    (
                    (



Sorted:  3, 4.



Sorted:  1, 2, 3, 4.


Sort 6, 7.



Split 6, 7:



     (

(





6 | 7.

6 | 7.





     (
                 (

Sorted 6, 7.

The sorted array is  1, 2, 3, 4, 5, 6, 7.

§ 3.  Other Sorting Algorithms

1.  Selection sort

The selection sort algorithm finds the maximum key in the array, and swaps it with the last member of the array.  Excluding the last member of the array, repeat this procedure, we have the sorted array.

Example.  Suppose we want to sort an array  12, 8, 24, 35, 16, 2, 10, 18, 4.

First we search through this array and find 35 is the maximum value.  Swap 35 with 4.  We have


12, 8, 24, 4, 16, 2, 10, 18, 35.

Excluding the last member, we find 24 is the largest.  Swap 24 with 18.  Then we have


12, 8, 18, 4, 16, 2, 10, 24, 35.

Successively, we have


12, 8, 10, 4, 16, 2, 18, 24, 35.


12, 8, 10, 4, 2, 16, 18, 24, 35.


2, 8, 10, 4, 12, 16, 18, 24, 35.


2, 8, 4, 10, 12, 16, 18, 24, 35.


2, 4, 8, 10, 12, 16, 18, 24, 35.

2.  Tree sort

The tree sort algorithm uses a binary search tree.  First, insert the members of an array into a binary search tree one by one.  Then traverse the binary search tree in-order.  This will give a sorted array.

Example.  Suppose we want to sort an array  12, 8, 24, 35, 16, 2, 10, 18, 4.

Insert the members into a binary search tree, we have the following







     12




  8

        24

 

  2
  
10    16
    
        35




  4

        18

When traverse this tree by an in-order traversal, we have the sorted array

2, 4, 8, 10, 12, 16, 18, 24, 35.

The tree sort algorithm runs in O(n log n) time.  The problem of this method is that we have to use extra space to hold the tree.

3.  Proxmap Sort

The proxmap sort algorithm groups the keys into groups.  Every group is reserved a number of locations in the sorted array.  Then the keys are inserted into the reserved location by insertion sort.

For example, we want to sort the array 12, 8, 24, 35, 16, 2, 10, 18, 4.  First, we find that the total number of keys is 9, the smallest key is 2, and the largest key is 35.  We may separate possible key into 9 groups.  Since  (35 ( 2) / 9 ( 3.67.  We may set group 0 from 2 to 2 + 3.6 = 5.67, group 1 from 6 to 5.67 + 3.67 = 9.34.  In general, the group i from 2 + i ( 3.67 to 2 + (i + 1) ( 3.67, …, group 8 from 2 + 8 ( 3.67 to 2 + 9 ( 3.67.  In other words, i is the integer part of  (k ( 2) / 3.6.

Using this function, called the MapKey function, we find the group number of each member:

member
12 
8
24 
35
16 
2
10
18
4

group

2
1
5
8
3
0
2
4
0

Next,  find the number of members of the array in each group.  These numbers are stored in an array, called the hit count array, denoted by H[i].

In this example, the hit count array is the following:


i 
0
1
2
3
4
5
6
7
8


H[i]
2
1
2
1
1
1
0
0
1

Then we compute the starting index reserved for each group and store them in an array called the proxmap array P[i].  If a group is empty, the corresponding value of the proxmap array is set to (1.


  i
0
1
2
3
4
5
6
7
8


P[i]
0
2
3
5
6
7
(1
(1
8

Now we can place the members to the result array A using the insertion sort:

member
12 
  8
24 
35
16 
  2
10
18
  4

group

  2
  1
  5
  8
  3
  0
  2
  4
  0

Since 12 is in group 2, and the proxmap value of 2 is 3, let A[3] = 12.  Similarly, let A[2] = 8, A[7] = 24, A[8] = 35, A[5] = 16, and A[0] = 2.  Next member 10 is in Group 2, and we have already had 12 at A[3].  Inserting 10 into this group, we move 12 to A[4], and put 10 at A[3].  A[6] = 18.  Member 4 is in Group 0, but A[0] is 2.  Insert 4 into this group, we have A[1] = 4.  Now A is the sorted array.

Although this method runs in O(n2) time in the worst case, theoretical analysis shows that the average time needed is O(n).  The cost of this method is that we have to use extra space to store the hit count array and the proxmap array, and it take relative complex calculations to calculate the group number of each key.

4.  ShellSort

The shell sort algorithm is executed in a number of stages.  First, we define a decreasing sequence of integers d1 > d2 > … > dm = 1.  

At stage k, look at the original array A[i] as sub-arrays:


A[1], A[1 + dk], A[1 + 2dk], … ;


A[2], A[2 + dk], A[2 + 2dk], … ;


…


A[dk], A[2dk], A[3dk], … .

Then use insertion sort to sort each array.

Since dm = 1.  After m stages, this array is sorted.

In practice, we often use d1 = (1 + n / 3(, dj+1 = (1 + dj / 3(, j ( 1, where n is the number of members in the original array.

Example.  Suppose the original array is 12, 8, 24, 35, 16, 2, 10, 18, 4.  Let d1 = 4, d2 = 2, and d3 = 1.


Stage 1.  Sort sub-arrays


12



16



4



8



2





24



10






35



18


We have


4



12



16



2



8




10



24





18



35


After Stage 1, this array becomes  4, 2, 10, 18, 12, 8, 24, 35, 16.


At Stage 2, sort the sub-arrays


4

10

12

24

16



2

18

8

35


We have


4

10

12

16

24



2

8

18

35

After Stage 2, we have the array

4, 2, 10, 8, 12, 18, 16, 35, 24.

At stage 3, using the insertion sort, we have

2, 4, 8, 10, 12, 16, 18, 24, 35.

The idea behind ShellSort is that, when subdivide the array into smaller arrays, since each sub-array has fewer members, the insertion sort uses less data movements.   

Experiment shows that ShellSort runs, on average, at a time O(n1.25).

5.  BucketSort

The BucketSort algorithm is used to sort arrays with integer keys in the range 0 to N ( 1.

The pseudocode of this algorithm is as follows:

input.  an array A with n distinct members, each member is an integer between 0 and 

N ( 1

output.  Sorted array A

algorithm BucketSort

{


define an array B of N Boolean members;


initialize all members of B to false;


for (i = 0; i < n; ++i)


{ B[A[i]] = true; }


for (j = 0, k = 0; j < N; ++j)


{


    
if (B[j] = true)

// there is a key j



{ A[k++] = j; }


}

}

Example.

This algorithm has the restriction that the keys have to be integers, and it needs extra space to store the bucket array.  The complexity of this algorithm is O(n + N).  If N is O(n), this algorithm is O(n).  

BucketSort may be used to sort arrays with duplicated keys.  For instance, every member of an array is an object of a class, and the key of an object is a field.  Different objects may have the same key.  We also want the sorting algorithm to be stable.  In other words, if two members have the same key, then, in the sorted array, they should have the same order as they are in the original array.

To use BucketSort to sort an array with duplicated keys, every bucket is a queue.  The algorithm can be described as follows:

input.  An array A of n objects.  Each object has a key, which is an integer between 0 and N ( 1

output. sorted array A

algorithm StableBucketSort

{


define an array B of N queues of objects;


for (i = 0; i < n; ++i)


{



B[key(A[i])].enqueue (A[i]);




// method key(ob) returns the key of object ob


}


i = 0;


for (j = 0; j < N; ++j)


{



while (B[j] is not empty)



{ A[i++] = B[j].dequeue( ); }


}

}

Example.

6.  RadixSort

Radix sort can be used to sort arrays with multiple keys.  Suppose we have an array of objects.  Every object has three keys.  We want to sort the array first according to the first key.  If two members have the same first key, then sort them by the second key.  If two members have the same first key and the second key, then sort them by the third key.

To use RadixSort to sort arrays with multiple keys, we use stable BucketSort to sort the array by the last key.  Then sort it again using stable BucketSort by the second last key.  Finally, sort it using stable BucketSort by the first key.

For instance, to sort an array of positive integers, adding leading 0s, we may assume every member has the same number of digits.  We may take the first digit as the first key, the second digit as the second key and so on.

Example.  Suppose the original array is 112, 38, 224, 315, 146, 27, 10, 118, 237, 45, 218, 747.  

The stable BucketSort according the last digit gives buckets:


B[0]:  10


B[1]:  (

B[2]:  112


B[3]:  (

B[4]:  224


B[5]:  315, 45


B[6]:  146


B[7]:  27, 237, 747


B[8]:  38, 118, 218


B[9]:  (
The first stage gives:


10, 112, 224, 315, 45, 146, 27, 237, 747, 38, 118, 218

Use stable BucketSort to sort this array by the second digit.  The buckets are as follows:


B[0]:  (

B[1]:  10, 112, 315, 118, 218


B[2]:  224, 27


B[3]:  237, 38


B[4]:  45, 146, 747


B[5]:  (

B[6]:  (

B[7]:  (

B[8]:  (

B[9]:  (
The second stage gives:


10, 112, 315, 118, 218, 224, 27, 237, 38, 45, 146, 747

Finally, Use stable BucketSort to sort this array.  The buckets are as follows:


B[0]:  10, 27, 38, 45 


B[1]:  112, 118, 146


B[2]:  218, 224, 237


B[3]:  315


B[4]:  (

B[5]:  (

B[6]:  (

B[7]:  747


B[8]:  (

B[9]:  (
The sorted array is


10, 27, 38, 45, 112, 118, 146, 218, 224, 237, 315, 747

The RadixSort algorithm runs at an O((n + N)d) time, where d is the number of keys, n is the number of members in the array, and N is the range of the values of the keys.
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